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Abstract

I

n this dissertation, we present a new approach in embedded processor design that entails the augmentation of a programmable processor with reconfigurable hardware. To this end, we re-introduce and extend traditional
microcode concepts to emulate the configuration process of the augmented reconfigurable hardware in addition to the emulation of the execution process on
both fixed and reconfigurable hardware. The resulting microcode is referred
to as ρµ-code. More specifically, we extend the functionality of the traditional
control store to also facilitate the storage of reconfiguration microcode next
to execution microcode (i.e., the traditional microcode). The storage is organized such that it provides storage for frequently used and less frequently
used reconfiguration microcode in the fixed and pageable storage within the
ρ-Control Store, respectively. Furthermore, to hide the reconfiguration time,
we have conceptually separated the support for reconfigurable hardware into
two distinct phases. First, in the set phase the reconfigurable hardware is configured in order to support the targeted operations. Second, in the execute
phase the actual execution of the targeted operations is being performed. This
separation and the introduction of specialized registers (with proper move instructions) allow a one-time architectural (instruction set) extension to support
arbitrary reconfigurations. In order to show the performance potential of our
approach, we focused on multimedia processing. We established a reference
case by gathering simulation results when running multimedia benchmarks on
a cycle-accurate simulator. Subsequently, we modified both the simulator and
the benchmarks in order to reflect our approach and again gathered simulation results. In addition, we have implemented several well-known multimedia
operations in VHDL and synthesized them in order to gain insight into their
possible clock speeds. The obtained results show that the number of execution
clock cycles can be roughly decreased by 30% and the number of executed
instructions is decreased by about 66%.
i
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Chapter 1
Introduction

T

he advent of microprocessors has significantly contributed to the
successful integration and the widespread utilization of embedded
systems in our daily lives. Embedded processors (microprocessors
in this setting) can be found in devices ranging from simple controllers in
power plants to sophisticated multimedia set-top boxes in our homes. In the
last decade, we have been witnessing several changes in the embedded processors design fuelled by two conflicting trends. First, the industry is dealing
with cut-throat competition resulting in the need for increasingly smaller
time-to-market windows in order to cut development costs. At the same time,
embedded processors are becoming more complex due to the migration of
increasingly more functionality to one single embedded processor resulting
most likely in longer development times. This has led to the quest for a
flexible embedded processor that still must be able to achieve the required
performance levels dictated by its immediate environment and/or target
application(s). Consequently, embedded processors have evolved from simple
microcontrollers to digital signal processors to programmable processors.
We believe that this quest is leading to an embedded processor comprising a programmable processor core augmented with reconfigurable hardware.
This dissertation focuses on such programmable and reconfigurable embedded
processors. The concept is proven by concentrating on high-performance
embedded processors exemplified by focusing on multimedia applications.
This chapter describes the background, motivation, and scope of the performed research, presents some related work, poses the research questions,
and defines the framework of this dissertation.
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1.1

Background and Scope

This section provides background on embedded processors by describing their
main characteristics derived from our general definition of embedded systems.
We continue by describing how these characteristics were influenced when
programmability and reconfigurability were introduced separately in the embedded processor design trajectory. Finally, we describe how this has led to
the research described in this dissertation and present its scope.

1.1.1

Embedded Processors

In order to provide a general framework, we first propose a general definition
of embedded systems1 and shortly discuss their characteristics following from
the same definition. Subsequently, we discuss more in-depth the main characteristics of traditional embedded processors which are a specific instance of
embedded systems. Our general definition of embedded systems is as follows:

Definition: Embedded systems are (inexpensive) mass-produced elements
of a larger system providing a dedicated, possibly timeconstrained, service to that system.

Before we highlight the main characteristics of embedded systems, we would
like to comment on the one sentence definition. In most literature, the only
key characteristic in defining embedded systems states that they provide a dedicated service2 to a larger (embedding) system. However, we believe that embedded systems and all the issues related to the specification and design of
such systems are very much anchored in the market reality. Consequently, it
is our opinion that when we refer to embedded systems as mass-produced elements we draw the separation line between application-specific systems and
embedded systems. We are aware that the separation line is quite thin in the
sense that embedded systems are mostly indeed application-specific systems.
However, we do not consider low-volume produced application-specific systems to be embedded systems, because they represent a niche market for which
1

We are aware that no generally accepted definition of embedded systems exists. Therefore, we establish our own definition in order to facilitate the discussion on embedded system
characteristics and subsequently on embedded processor design issues.
2
The nature of the service is not relevant in this context.
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a completely different set of requirements are valid. For example, in such lowvolume production scenarios cost is usually not important while it is almost
paramount for embedded systems to achieve low cost. Finally, we included
the possibility for time-constrained behavior in our definition, because even if
it is not characteristic to all the embedded systems it constitutes a particularity
of a very large class of them, namely the real-time embedded systems.
Clearly, the precise requirements of an embedded system is determined by its
immediate environment3 . However, we can still classify the embedded system
requirements in:
• Functional requirements are defined by the service that the embedded system has to perform for its immediate environment. Due to the
fact that embedded systems must interact with their immediate environment, such services possibly include data gathering and exerting control
to their immediate environment. This also implies that some kind of data
transformation must be performed within the embedded system itself.
• Temporal requirements are the result of the time-constrained behavior of many embedded systems thereby introducing deadlines for the
service(s). In this, we distinguish two types of deadlines, namely hard
deadlines and soft deadlines. When hard deadlines are missed, it will
have catastrophical results for the larger system or even for the environment in which the larger system is placed. On the other hand, missing
soft deadlines will only result in some annoying behavior of the larger
system.
• Dependability requirements relates to the reliability, maintainability,
and availability of the embedded system in question.
In the light of the previously stated embedded systems definition and the discussed requirements, we briefly point out the main characteristics of more traditional embedded processors. Furthermore, we discuss in more detail the
implications that these characteristics have on the specification and design of
embedded processors. The first and probably the most important characteristic
is that embedded processors are application-specific processors. Given that
the service (or application in processor terms) is known a priori, the embedded processor can be and should be optimized for its targeted application. In
3

The immediate environment of an embedded system can be either other surrounding embedded systems in the larger system or even the world in which the larger system is placed.
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other words, embedded processors are definitely not general-purpose processors which are designed to perform reasonably for a much wider range of applications. Moreover, the fact that the application is known beforehand opens
the road for hardware/software co-design [25][103][5][11], i.e., the cooperative and concurrent design of both hardware and software components of the
processor. The hardware/software co-design style is very much particular to
embedded processors and has the goal of meeting the processor performance
level objectives by exploiting the synergism of hardware and software.
Another important characteristic of embedded processors is their static structure. When considering embedded processors, the end-user has very limited
access to programming. Most of the software is provided by the processor integrator and/or application developer, is resident on ROM memories, and runs
without being visible to the end-user. The user can not change nor reprogram
the basic actions of the processor, but sometimes he is allowed to program the
embedded processor by re-arranging the sequence of basic actions.
Embedded processors are essentially non-homogeneous. This characteristic
is induced by the heterogeneous character of the larger system in which the
processors are embedded. Designing a typical embedded processor does not
only mix hardware design with software design, but it also mixes design styles
within each of these categories. To put more light on the heterogeneity issue,
we depicted in Figure 1.1 as an example of a signal processing environment
containing several embedded processors.
Control panel

ASIC

controller
process

real-time
operating
system

user
interface

microcontroller
system bus

DSP
assembly
code

host port
programmable
DSP
memory interface
dual-ported memory

host port
programmable
DSP
memory interface

DSP
assembly
code

CODEC

analog
interface

Figure 1.1: Signal Processing Environment Example (from [10]).
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The heterogeneous character can be seen in the many aspects of the depicted
signal processing environment as follows:
• both analog and digital circuits may be present in the system;
• the hardware may include microprocessors, digital signal processors
(DSPs), and application-specific integrated circuits (ASICs);
• the topology of the system is rather irregular;
• the software may include various software modules as well as a multitasking real-time operating system.
Generally speaking, the intrinsic heterogeneity of embedded processors within
a larger embedding system largely contributes to the overall complexity and
management difficulties of the design process. However, it is said that heterogeneity in the case of embedded processors design is a necessary evil. It
provides better design flexibility by offering a wide range of design options.
In addition, it allows each function to be implemented on the most adequate
platform that is deemed necessary to meet the functional, temporal, and dependability requirements.
Embedded processors are mass-produced application-specific elements separating them from other low-volume produced application-specific processors.
For example, graphics processors utilized in military simulators are indeed
application-specific processors, but we do not consider them to be embedded
processors due to their low production volume. On the other hand, graphics processors found on PC video cards are application-specific and are also
mass-produced, therefore they are considered to be embedded processors by
our definition. In conclusion, embedded processors represent a much larger
market segment in which embedded processor vendors face fierce competition
in order to gain more market capitalization. Consequently, this environment
imposes a different set of requirements on the embedded processor design.
For example, such requirements involve the cost/performance sensitiveness of
embedded processors making low cost almost always an issue. Other issues,
which can also influence the embedded processor requirements and their design, include: high production volumes, small time-to-market windows, and
the need for fast development cycles.
A large number of embedded processors performs real-time processing
in which operations executed by the embedded processors have deadlines.

6
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Rough-ly speaking, the deadlines can be classified as: hard real-time deadlines and soft real-time deadlines. Missing a hard deadline can have catastrophic consequences while missing a soft deadline only results in some nonfatal glitches. Both types of deadlines are known a priori much like that the
functionality is known prior to the design of the embedded processors in question. Therefore, they determine the minimum level of performance that must
be achieved by the embedded processors. When facing hard deadlines, special
attention must also be paid to other components within the larger embedding
system that are connected to the embedded processor in question since they
can negatively influence its behavior.
In the sections to follow, we discuss some key issues that influence the development cycles and the product definition in the arena of embedded processing. More specifically, we describe how the need for faster design cycles
and reduced development costs has resulted in two design strategies to fulfill these needs, namely programmability (Section 1.1.2) and reconfigurability
(Section 1.1.3).

1.1.2

The Need for Programmability

In the early nineties, we witnessed a trend in the embedded processors market
that was reshaping the characteristics of more traditional embedded processors as introduced in the latter part of Section 1.1.1. Driven by market forces,
lengthy design cycles had to be shortened in order to keep up or stay in front
of competitors and costs had to be reduced in order to stay competitive. More
specifically, the cost of an embedded processor can be largely divided into production costs (closely related to the utilized manufacturing technology) and
development costs (closely related to overall design cycle). It must be clear
that the production costs remain constant for each of the produced embedded
processors. This is due to the fact that the embedded processor design must
be fixed before entering production. Since the current dissertation focuses on
embedded processor design and not on manufacturing, the issue concerning
production costs is left out of the ensuing discussion. In addition, we must
note that the complexity of the final embedded processor design certainly has
an impact4 on the production costs. On the other hand, the development costs
on a per embedded processor basis can be reduced by amortizing the costs
over a higher production volume. Certainly, this greatly depends on the market demand and the already established market capitalization. Alternatively
4

The impact is exhibited by requiring more steps in the manufacturing process and/or a more
expensive manufacturing process altogether.
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and maybe more beneficial is to reduce the design cycle and therefore its associated costs altogether. In this section, by highlighting the traditional embedded processors design, we discuss “large scale” programmability5 which
has been used to address the issues of lengthy design cycles and the associated
development costs.
The heterogeneity of embedded systems demanded the design of separate embedded processors for specific parts of the larger embedding system in order
to achieve the highest performance level. This was further strengthened by the
fact that the semiconductor technology at that time did not allow large chips
to be manufactured. As a result, a multitude of embedded processors were
utilized leading to lengthy design cycles and especially lengthy verification
cycles of the chips and their interfaces. On the other hand, one can argue that
a positive effect is that subsequent system design cycles could significantly be
reduced if only one or a small number of the embedded processors needed to
be redesigned. This delicate balance between long initial design cycles and
possibly shortened subsequent design cycles was disturbed when technological advances in semiconductor technology allowed increasingly more gates to
be put on a single chip. As a result, more functionality migrated from a multitude of embedded processors into a single one. This trend was fuelled by two
needs. First, there was the need to decrease the overall system cost induced
by the fact that a large number of chips were required to build a system. Second, there was a need to incorporate more functions into the system in order to
distinguish oneself from competitors. The resulting design of such more complex and larger embedded processors did not have a large effect on the initial
design cycles. However, the length of subsequent redesign cycles increased
since the utilization of optimized circuits means that subsequent designs are
not necessarily easier than the initial ones.
In the search for design flexibility in order to decrease subsequent design cycles and to reduce the associated development costs, functions found in the
supported applications were separated into time-critical and non-time-critical
functions. One could say that the embedded processors design paradigm has
shifted from one that is based on the functional requirements to one that is
based on the temporal requirements. The collection of non-time-critical functions could then be performed on a single chip6 while the remaining time5

One could argue that programmability has always been part of embedded processors. However, programmability discussed in this section indicates the processor ”general-purpose” programmer exposure rather than the ”very limited (low-level)” programmability of traditional
embedded processors.
6
Possibly implemented in a slower technology in order to reduce production cost.
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critical functions are to be implemented in high-speed circuits achieving maximum performance. The main benefit of this approach is that the larger and
(possibly) slower chip can be reused in subsequent designs resulting in shorter
subsequent design cycles. While this design paradigm was born out of market
needs, i.e., to reduce design cycles and development costs, it is well-known
in the design of general-purpose processors. In the general-purpose processor
design paradigm, the processor design can be divided into three distinct fields,
namely architecture, implementation, and realization. The terminology definition of architecture, implementation, and realization used were taken from [4].
Below, we highlight the three design fields in more detail in the light of embedded processors design.
• Architecture The architecture of any computer system is defined to be
the conceptual structure and functional behavior as seen by its immediate user. In the case of embedded processors, the immediate user can be
other embedded systems or a programmer interacting with the embedded
processor itself (via programming). The conceptual structure, e.g., data
structures, and functional behavior, e.g., instruction set, of an embedded
processor is determined by the functional requirements of the embedded
processor. To think that the architecture is solely determined by the functional requirements is incorrect. For example, low-power design issues
may also have an impact on the architecture definition as (beforehand
known) highly power-consuming operations are to be excluded. The
trends as we envisioned are for the definition of operations specifically
tuned towards performing complex (application-specific) functions, e.g.,
multimedia extensions. “Minimal” instruction set architectures are also
envisioned for low power consumption.
• Implementation The implementation is defined to be the logical organization of the data flows and controls of a computer system. The
implementation of an embedded processor must perform the functionality as required from the architecture level and is therefore in part also
determined by the functional requirements. However, implementation
definition is left open for the designer in order to achieve the required
level of performance as dictated partly by the temporal requirements. To
this end, the designer must design new units, come up with new organizations, incorporate a certain level of parallelism, utilize microcode to
control the units, etc..
• Realization The realization is defined to be the physical structure embodying the implementation. In the realization process of an embedded
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processor, many issues must be taken into consideration. Power economic structures must be utilized in order to comply with low-power
requirements. High performance structures (having shorter delay paths)
must be utilized in order to meet speed requirements. Furthermore, the
environment in which the embedded processor is placed can also dictate
what structures to utilize or whether protective casings are needed.
In Section 1.1.1, we have indicated that more traditional embedded processors
are application-specific and static in nature. However, in this section we stated
that increasingly more functionality is incorporated into a single embedded
processor. Is such a processor still application-specific and can we still call it
an embedded processor? The answer to this question is affirmative since such
a processor is still an embedded one if the other characteristics (inexpensive,
mass-produced, providing a dedicated service to a larger system, etc.) are still
valid. In essence, the application-specific characteristic that used to apply to a
single application has shifted towards an application domain which contains a
set of similar applications. Given that increased functionality usually implies
more exposure of the processor to the programmer, embedded processors have
become indeed less static as they can now be reused for other applications in
the same application domain.
In the light of this all, two scenarios in the design of programmable embedded
processors can be distinguished:
• Adapt an existing general-purpose architecture and implement such
an architecture. This scenario reduces development costs albeit such
architectures must be licensed. However, since such architectures are not
adapted to embedded processors, still some development time is needed
to modify such architectures.
• Build a new embedded processor architecture from the ground up.
In this scenario, the embedded processor design cycle is longer, but
the final architecture is more tuned towards the targeted application(s)
and thus possibly achieving better performance than already existing
general-purpose architectures. Actually, the intention is to develop an
architecture for a collection of similar applications (called application
domain) such that processors can be produced once and reused by integrating them in different environments. This reduces the overall system
cost since the development costs are amortized over a much higher number of embedded processors.

10
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Several examples of the first scenario can be found. A well-known example is the MIPS architecture [33] which has been adapted resulting in several
embedded processor families. In this case, the architecture has been increasingly more adapted towards embedded processors by MIPS Technologies, Inc.
which develops the architecture independently from other embedded systems
vendors. Another well-known example is the ARM architecture [76] found in
many current embedded processors. It is a RISC architecture that was intended
for low-power PCs (1987) at first, but it has been quickly adapted to become an
embeddable RISC core (1991). Since then the architecture has been modified
and extended several times in order to optimize it for its intended applications.
The most well-known version is the StrongARM core which was jointly developed by Digital Semiconductor and ARM. This core was intended to provide
great performance at extreme low-power. The most recent and extended implementation of this architecture is developed by Intel called the Intel PCA
Application Processor [15]. Other examples of general-purpose architectures
that have been adapted include: IBM PowerPC [57], Sun UltraSPARC [97],
the Motorola 68k/Coldfire [60].
SDRAM

MAIN MEMORY
INTERFACE

VIDEO IN

VIDEO OUT

AUDIO IN

AUDIO OUT

TIMERS

SPDIF OUT

I2C INTERFACE

SYNCHRONOUS
SERIAL INTERFACE

VLD COPROCESSOR

IMAGE
COPROCESSOR

INSTR.
CACHE

PCI/XIO INTERFACE

TO
PCI/XIO
BUS

VLIW CPU
DATA
CACHE

INTERNAL BUS (DATA HIGHWAY)

Figure 1.2: The Trimedia TM-1300.
An example of the second scenario is the Trimedia VLIW architecture [69]
from Trimedia Technologies, Inc. which was originally developed by Philips
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Electronics, N.V. Its application domain is multimedia processing and processors based on this architecture can be found in television sets, digital receivers,
and other digital video editing boards. Figure 1.2 depicts a block diagram of
the Trimedia TM-1300 processor. It contains a VLIW processor core that performs non-time-critical functions and also controls the specialized hardware
units that are intended for specific real-time multimedia processing.
In addition to the two aforementioned embedded processor design scenarios,
it is important to note that techniques used to increase the performance of
general-purpose processors can also be applied in the current embedded processors design setting including superscalar execution, pipelining, branch prediction, domain-specific architectural extensions, etc.. An example of domainspecific architectural extensions is the single instruction multiple data (SIMD)
instructions that were introduced to increase multimedia and graphics processing performance, e.g., MMX [63], VIS [79][83], MAX-1/2 [51][52], etc..
Summarizing, the characteristics mentioned in Section 1.1.1 can be easily reflected in the three design stages: architecture, implementation, and realization. The characteristic of embedded processors being application-specific
processors is exhibited by the fact that the architecture only contains those
instructions that are really needed to support the application domain. The
static structure characteristic exhibits itself by having a fixed architecture, a
fixed implementation, and a fixed realization. The heterogeneity characteristic
exhibits itself by the utilization of a programmable processor core with other
specialized hardware units. Such specialized hardware units can possibly be
implemented on the same chip as the programmable processor core. Extending this principle further, the heterogeneity of the embedded processor also exhibits itself in the utilization of different functional units7 in the programmable
processor core. The mass-produced characteristic is exhibiting itself in the realization process by only utilizing proven technology that therefore should be
available, cheap and reliable. The requirement of real-time processing exhibits
itself by requiring architectural support for frequently used operations, extensively parallel and/or pipelined (if possible) implementations, and realizations
incorporating adequately high-speed components.
Finally, a wide variety of design issues also have their impact on the three
design stages of an embedded processor. However, due to the vast variety
of design issues, such as cost, performance, cost/performance ratio, high/low
7
For example, in addition to ALUs, multipliers, and load/store units, it may employ application (domain) specific hardware unit for, e.g., sum of absolute differences (SAD), padding,
DCT, etc.
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production volume, fast development, and small time-to-market windows, we
refrain ourselves from discussing these issues.

1.1.3

The Reconfigurability Invasion

In the mid-nineties, we witnessed a second trend in the embedded processors
design next to programmability that was likewise reshaping the design methodology of embedded processors and consequently redefined some of their characteristics. Traditionally, the utilization of application-specific integrated circuits (ASICs) was commonplace in the design of embedded processors resulting in lengthy design cycles. Such an approach requires several roll-outs of
the embedded processor chips in question in order to test/verify all the functional, temporal, and dependability requirements. Therefore, design cycles of
18 months or longer were commonplace rather than exceptions. A careful step
towards reducing such lengthy design cycles is to utilize reconfigurable hardware, also referred to as fast prototyping. The utilization of reconfigurable
hardware allows embedded processor designs to be mapped early on in the design cycle to reconfigurable hardware, in particular field-programmable gate
arrays (FPGAs), giving rise to three advantages. First, the mentioned mapping
requires considerably less time than a chip roll-out and thereby shortening the
development time. Second, the embedded processor functionality can be tested
in an earlier stage and at the same allowing more design alternatives to be explored. Third, the number of (expensive) chip roll-outs is also reduced and
thereby further reducing the development costs. However, the reconfigurable
hardware was initially limited in size and speed. The limited size meant that
only partial designs could be tested. Consequently, roll-out(s) of the complete
embedded processor design (implemented in ASICs) were still required in order to test the overall functionality and to verify the performance.
In recent years, the reconfigurable hardware technology has progressed in a
fast pace and it has currently arrived at the point where embedded processor
designs requiring million(s) of gates can be implemented on such structures.
Moreover, the existing performance gap between FPGAs and ASICs is rapidly
decreasing. Due to these technological developments, the role of reconfigurable hardware in embedded processors design has changed considerably. Instead of only serving fast prototyping purposes, embedded processors implemented in reconfigurable hardware are currently starting to be shipped as final
products. An additional benefit is that bugs found in such embedded processors
can be easily rectified without product recalls resulting in much higher user’s
satisfaction. Furthermore, design improvements can also be easily incorpo-
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rated during maintenance sessions. In the following, we revisit the traditional
embedded processor characteristics mentioned in Section 1.1.1 and investigate
whether they still hold in the case of FPGA-based embedded processors.
• application-specific Embedded processors built utilizing reconfigurable hardware are still application-specific in the sense that the implementations are still targeting specific applications. Utilizing such implementations for other applications will prove to be very difficult or even
impossible, because the required performance levels most certainly can
not be achieved.
• static structure From a pure technical perspective, the structure of a
reconfigurable embedded processor is not static since its functionality
can be changed during its lifetime. However, we have to consider the
frequency of this occurrence. In most cases, the design implemented
in the reconfigurable hardware remains fixed between maintenance intervals. Therefore, from the user’s perspective the structure of the embedded processor is still static. In the next section, we will explore the
possibility that the functionality of an embedded processor needs to be
changed even during run-time. In this case, the static structure can be
perceived from a higher perspective, namely the reconfigurable hardware is designed to support only a fixed (or you may call static) set of
implementations.
• heterogeneous This characteristics is still very much valid in the case of
reconfigurable embedded processors. We have added an additional technology into the mix in which embedded processors can be realized. For
example, the latest FPGA offerings from both Altera Inc. (Stratix [13])
and Xilinx Inc. (Virtex II [35]) integrates on a single chip the following:
memory, logic, I/O controllers, and DSP blocks.
• mass-produced This characteristic is still applicable to current reconfigurable embedded processors. Early on, reconfigurable hardware was
expensive resulting in its sole utilization for fast prototyping purposes.
As the technology progressed, reconfigurable hardware became cheaper
and this opened the possibility of actually shipping reconfigurable embedded processors in final products. An important enabling trend next to
reduced cost that must not be overseen is that reconfigurable hardware
has also become more reliable both in production and during operation.
• real-time In the beginning, we were witnessing the utilization of reconfigurable hardware only for non-‘time-critical’ or non-‘real-time’ pro-
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cessing. This changed when technological advances considerably increased the speed of reconfigurable hardware. Due to this development,
we are witnessing an increase in the utilization of reconfigurable hardware for real-time processing, such as in multimedia decoders.

We conclude this section by stating the following. We believe that a hybrid embedded processor, i.e., a programmable embedded processor augmented with reconfigurable hardware, can combine design flexibility with
high-performance processing. This believe is put to test in this dissertation
and it will be shown to hold a good promise. The combination of programmability with reconfigurability in future embedded processor is discussed in the
remainder of this chapter.

1.1.4

Scope

In Sections 1.1.2 and 1.1.3, we have argued that both programmability and reconfigurability have been introduced into the embedded processor design trajectory born out of the need to reduce embedded processor design cycles and
associated development costs. In short, programmability allows the utilization of high-level programming languages (like C) making it easier to support
applications on embedded processors. Reconfigurability allows designs to be
tested early on in terms of functionality and diminished the need for expensive
chip roll-outs. Especially when considering that the performance of FPGAs
is nearing that of ASICs, we foresee an embedded processor design that combines both strategies. That is augmenting a programmable processor (core)
with reconfigurable hardware, possibly replacing fixed (ASICs) hardware. We
believe that this merging of programmability and reconfigurability is a logical and evolutionary step in embedded processor design8 . We foresee that the
augmentation of a programmable processor with reconfigurable hardware will
provide several advantages:
• improved performance compared to a software-only implementation
due to the fact that (tuned) specialized hardware can be implemented on
the FPGA exploiting parallelism of the supported function and possibly
utilizing pipelining and/or other techniques to further increase performance.
8

An indication showing that this approach is quickly becoming a reality is the implementation of programmable processor cores on FPGA structure itself, e.g., Nios from Altera [12] and
MicroBlaze from Xilinx [36].
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• rapid application development since the augmentation introduces the
possible utilization of high-level programming and hardware description
languages in the design trajectory.
• design flexibility is achieved by allowing design space exploration in
both hardware and software, again due to the possible utilization of highlevel programming and hardware description languages.
In this dissertation, we propose a new scheme in reconfigurable computing and
we will show for specific domain processing that improved performance and
increased design flexibility can be achieved using our reconfigurable processing scheme. More precisely stated:

We investigate an approach in (but not limited to) the embedded processor
design that merges both programmability and reconfigurability by a one-time
architectural extension to any programmable processor core that is augmented with a reconfigurable hardware structure.

Consequently, our approach will distinguish itself by the following points from
other approaches9 :
• one-time architectural extension Due to the fact that programmable
(embedded) processors have an architecture, we propose an approach
that extends the architecture of such processors in order to support reconfigurable hardware. More importantly, the proposed approach must
limit the extension(s) to a single moment in time, because each architectural extension requires subsequent implementation and realization
phases in the programmable embedded processor design to be initialized. This is to be avoided in order to reduce subsequent design cycles
and associated development costs of embedded processors.
• but not limited to & any programmable processor The intended approach should not be limited to only programmable embedded processors. As a matter of fact, the architectural extensions proposed by our
approach should be applicable to any programmable processor either
being embedded or general-purpose.
9
This augmentation in the field of embedded processor design is in its early stages, but it
already has received much attention in relation to general-purpose processors. This will be
considered as related work and its general approach is presented in Section 1.2.
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The scope of the research described in this dissertation is further defined by
the following assumptions:
• We only focus on architectural issues of the proposed approach by performing a performance analysis of specific domain processing. Issues
related to implementation and realization of the proposed architectural
extension are considered as long as they are relevant in the performance
analysis. The same holds for reconfigurable hardware implementations.
• We have chosen as application domain to exemplify our approach and
to perform the performance analysis on to be picture and video coding
utilized in the multimedia standards JPEG and MPEG-2, respectively.
• We do not investigate any technological issues related to reconfigurable
hardware which is in our case always assumed to be FPGAs.
• We expect that continued advances in semiconductor technology will
ultimately allow a general-purpose processor core to co-exist next to
FPGA structures on a single chip. We envision two possible directions
in which technology could progress in order to achieve this. First, embed an FPGA structure inside the hardwired processor chip. Second, implement the programmable processor core in the FPGA structure itself
which already has been shown to be possible for small cores [12][36].
While this would severely degrade the performance of such a core, we
have to note that the core is already optimized for specific applications
and it is intended to perform only non-‘time-critical’ operation.
• We expect that partial reconfigurability will be commonplace since it
will significantly reduce reconfiguration times. As will be illustrated
in Section 4.2.2., it is also possible to construct a partial reconfigurable
structure out of non-partial reconfigurable structures.
• By no means this dissertation is meant to be an implementation guideline
for the proposed embedded processor. Therefore, this dissertation will
highlight important issues and discuss various solutions to these issues
under certain assumptions.
While augmenting reconfigurable hardware to a programmable processor is in
its infancy in embedded processor design, it has been studied extensively in
relation to general-purpose processors resulting in many proposals. Such proposals can be viewed as related work even though they do not entirely focus on
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embedded processor design. The next section describes the general approach
found throughout many of these proposals and highlights several of them.

1.2

Related Work

The ability for providing a hardware platform which can be customized on
a per-application basis under software control has established the Reconfigurable Computing (RC) as a new computing paradigm. A machine employing
the reconfigurable computing paradigm is referred to as the Custom Computing Machine (CCM). In the last decade, several custom computing machines
have been proposed that augment a general-purpose processor with reconfigurable hardware. In Section 1.2.1, we discuss the general approach employed
by a majority of CCMs and in Section 1.2.2, we highlight several CCMs.

1.2.1

General Approach

The general approach of augmenting reconfigurable hardware to a generalpurpose processor entails the addition of a reconfigurable hardware unit next
to existing functional units, e.g., ALUs, multipliers, and dividers. While many
names were proposed for such a unit, we will refer to it as the reconfigurable
unit (RU). A specific instance of this approach encompassing a single reconfigurable unit is depicted in Figure 1.3.
Instruction Fetch

Register
File

Decode & Issue

FU1

FU2

...

FUn

RU

Main Memory

Figure 1.3: A general reconfigurable hardware augmentation approach.

18

C HAPTER 1. I NTRODUCTION

In Figure 1.3, the control of the reconfigurable unit is similar to the other functional units. This means that instructions are fetched from the main memory,
decoded, and issued to their corresponding functional unit(s) and now possibly to the reconfigurable unit. The data flow is also similar in the sense that
input data is taken from the register file and results are written back to the
same register file. One difference is that the reconfigurable unit can possibly
have a direct connection to the main memory. This link provides the means
to load reconfiguration data into the reconfigurable unit. Such data is needed
to configure the reconfigurable unit to a certain implementation which in turn
can possibly contain several computing resources (explained below). Certain
CCMs [59][32][7] deviate from this approach and augment the reconfigurable
hardware as co-processors in which case the coupling with the register file is
less tight.

Figure 1.4: Internal organization of the reconfigurable unit.
The view on the reconfigurable unit can be further expanded as depicted in
Figure 1.4. The reconfigurable unit contains reconfigurable hardware instances
that can be configured to perform a variety of operations. The reconfiguration
data (called context) that is needed to configure one single reconfigurable hardware instance is stored in the configuration memory. A configuration memory
that can only store a single context or multiple contexts is referred to as a single
context or multiple context memory, respectively. A reconfigurable hardware
instance, which is configured as a whole by utilizing a context, can be either a
complete global reconfigurable hardware structure or a partial reconfigurable
hardware structure. In its turn, each reconfigurable hardware instance possibly
contains a multitude of computing resources after the reconfiguration process.
The number of computing resources that are configured on a single reconfigurable hardware instance is referred to as the spatiality. This is represented by
(x, y) in Figure 1.5 indicating the existence of x × y computing resources on a
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reconfigurable hardware instance. Having multiple computing resources, it is
important to distinguish two implementation extremes. In the “sea of computing resources” case, all computing resources operate independently from each
other in a most likely parallel fashion. In the “pipeline of computing resources”
case, all computing resources are connected to each other in a pipelined fashion. It must be clear that between these two extremes, a wide variety of implementation possibilities can be identified. Finally, the reconfigurable unit
also contains a controller that controls the loading process of contexts from the
main memory to the configuration memory, the configuration process of the
reconfigurable hardware, and the execution process of computing resources
implemented on the reconfigurable hardware.

Figure 1.5: Distinction between spatiality (x, y) and temporality (t).
Figure 1.5 also depicts temporality which is the number of contexts (t) that
can be utilized to configure the reconfigurable hardware instance. This is exhibited by the fact that the functionality of the reconfigurable hardware can be
changed over time by utilizing other contexts stored in the configuration memory. Therefore, in this case a multiple-context configuration memory is always
assumed10 . We have to note that many CCMs contain a single reconfigurable
hardware instance that is configured over time by reconfiguring it by utilizing
one of the multiple contexts stored in the configuration memory.
10

A single-context configuration memory is also sufficient when the other contexts are stored
in the main memory. However, due to possible long load latencies, this method is rarely utilized.
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An important distinguishing criterion of CCMs we want to highlight is the initiation of the reconfiguration process. For this purpose, we introduce two types
of instructions that must be in one way or another included in the instruction
set, namely the execute and set instructions. The execute instructions initiate
the execution process on the reconfigurable hardware. The execute instructions must always be included in the instruction set, because they control the
precise moment when the execution process can possibly start, i.e., after all
input data are present. The set instructions initiate the reconfiguration process
of the reconfigurable hardware. Contrary to execute instructions, set instructions do not always need to be included in the instruction set since they can be
defined in two ways. Implicit set instructions are not included in the instruction set, but they are assumed to implicitly precede each execute instruction.
In this way, the instruction set does not need to be extended with one more
instruction type and thus allowing more implementations to be supported. Furthermore, each execute instruction must be accompanied with an identifier in
order to verify whether the reconfigurable hardware is already configured to
the required context. On the other hand, explicit set instructions are included
in the instruction set. The decoupling of execute and set instructions in this
way allows the set instructions to be scheduled well ahead of the execute instructions. In the mean time, the processor can continue execution of other
instructions supported by other functional units. We have to mention that in
the case of explicit set instructions, an identifier is sometimes still utilized, because when reconfigurable hardware has already been configured to the correct
context, the reconfiguration process can be skipped altogether.
Another important distinguishing criterion of CCMs relates to the number of
units being controlled by one instruction. Vertical instructions only control
one single unit, i.e., either a functional unit or a reconfigurable unit. On the
other hand, horizontal instructions (e.g., VLIW) can possibly control multiple
units. We have to note that this is a rather high-level perception of the CCM’s
instruction set. When focusing solely on the reconfigurable unit, the execute
or set instructions are translated into microinstructions11 that can possibly
control a multitude of execution processes (running on different computing
resources), reconfiguration processes (utilizing several contexts), and loading
processes. Therefore, we can also distinguish between vertical and horizontal
microinstructions. A more detailed description of both types of microinstructions is given in Section 3.2.
11

In the remainder of this dissertation, we use ‘microinstruction’ to refer to microcode instructions.
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Reconfigurable Approaches

In this section, we briefly highlight several custom computing machines. We
are aware that more custom computing machines (CCMs) exist, but it is not the
intention of this dissertation to provide a complete survey of all approaches that
augment a programmable processor with reconfigurable hardware. The mentioned CCMs only serve illustration purposes to highlight that most of them in
one way or another confirm our vision of the general approach discussed in the
previous section. The highlighted CCMs are presented in no particular order.
Programmable Reduced Instruction Set Computer (PRISC) [70][71][72] The
PRISC attaches a Programmable Functional Unit (PFU) directly to the register
file of a (MIPS-based) RISC processor and is intended to execute applicationspecific instructions. One additional opcode (6 bits) is added to the R-type
instruction format which also contains three register fields (each requiring 5
bits). Furthermore, the remaining 11 bits are used to identify 2048 possible
implementations supported by the PRISC and to which the PFU can be configured to. In addition, the PFU contains a single-context configuration memory
and a special register is present to identify the currently active implementation.
Whenever the PFU is not configured to the required implementation, an exception is raised after which the processor is stalled during the reconfiguration
process. PRISC does not have an explicit set instruction. The configuration
process is implicitly initiated, i.e., when a PFU instruction is issued requesting
an implementation which is not currently active in the PFU. Finally, in order
to fit the PFU more closely to the machine cycles of the other functional units,
the PFU only contains combinatorial logic circuits.
Extended PRISC [29] This approach is similar to the original PRISC approach
only now it is extended with an explicit set instructions that initiates the PFU
configuration. This decoupling allows the PFU reconfiguration instruction to
be scheduled ahead of the PFU execution instruction. This is done in order
to possibly shorten the hardware reconfiguration latency that is experienced
after issuing the PFU execution instruction in the original PRISC approach.
Additionally, the processor can perform other useful work during the configuration process. We have to note that the reconfiguration instruction will not
reconfigure the PFU when the required implementation is already present.
OneChip [101][102] OneChip extends the original PRISC approach by allowing the implementation of any combinatorial or sequential circuit on the
PFU, subject to its size and speed. As sequential computing facilities can be
implemented on the programmable array, the PFU latency may be greater that
one machine cycle.
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Reprogrammable Instruction Set Accelerator (RISA) [86] The RISA is similar
to the PRISC in that also a PFU is augmented to a host processor. However,
the computing facilities configured on the PFU are allowed to have latencies
greater than one machine cycle. In addition, the PFU is allowed to contain
multiple contexts. Finally, three different instruction formats are specified to
initiate the execution of the PFU (and thus implicitly the reconfiguration).
Reconfigurable Multimedia Array Coprocessor (REMARC) [59] The REMARC augments a MIPS-based processor core and extends its instruction set
to support the coprocessor. The REMARC contains a global control unit, coprocessor data registers, and the reconfigurable logic array. There is no direct
connection between the coprocessor and the main memory, therefore instructions are present that relay those reconfiguration data to the coprocessor. Furthermore, instructions are also present to launch the execution of a reconfigurable coprocessor instruction, and transferring data between memory or host
registers and coprocessor data or control registers.
Garp [32][31][8] The Garp is another example of a MIPS-derived CCM. The
reconfigurable hardware is incorporated in a coprocessor that has direct access to the main memory. The MIPS instruction set is extended with several
non-standard instructions dedicated to loading a new configuration, initiating
the execution of the newly configured facilities, moving data between the reconfigurable hardware and the processor’s own registers, saving/retrieving the
reconfigurable array states, branching on conditions provided by the reconfigurable array, etc. The coprocessor is aimed to run autonomously with the host
processor. After a configuration has been loaded, the host processor initiates
the execution on the reconfigurable hardware and and the same time parallel
computations between host and coprocessor can be performed.
ConCISe [47][48][49] The ConCISe is a small shift away from the PRISC
architecture. The main intention of ConCISe is to reduce the reconfiguration overhead of PRISC. This is achieved by configuring computing resources
which can perform multiple functions. This is done by splitting the 11-bit
implementation identifier into two parts, (11-L) bits specify the configuration
and L bits specify the function. Similar to PRISC, no explicit instruction is
specified to initiate the configuration process.
OneChip-98 [41][42] OneChip-98 is a MIPS-derived architecture in which
a MIPS host processor is augmented with a PFU. Contrary to OneChip, the
PFU in OneChip-98 contains 4 contexts. A single computing facility can be
configured onto a context. The FPGA active and idle configurations are tracked
by means of a Reconfiguration Bits Table. Both the implicit and explicit
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initiations of the reconfiguration process are supported. Furthermore, direct
memory access is allowed for the reconfigurable hardware unit.
Virtual Computer [9][81][85] The virtual computer is a CCM which includes a host processor and a programmable array consisting of a set of Xilinx XC4000 FPGA devices interconnected through I-Cube IQ160 Field Programmable Interconnection Devices (FPIDs) which are double-context devices. The host processor can reconfigure each of the FPGAs or FPIDs independently or simultaneously.
What A Stupid Machine It Is (WASMII) [53][54][80] The WASMII is based
on a dataflow paradigm of computation. It aims to execute programs written as large dataflow graphs which could be topologically split into separate
subgraphs. A multiple context programmable device is used which is connected directly to the main memory. An input token register is kept which
keeps track which context is ready to be configured onto the reconfigurable
hardware. Whenever the current context is finished, the next ready context is
configured onto the reconfigurable hardware. Furthermore, a page controller
is present which is responsible for loading of pages from external memory into
the multiple-context configuration memory. This task is performed according
to an order determined in advance. Although the availability of an explicit set
instruction is suggested, no further details are provided. Also, we would like to
point out that the process of activating and deactivating the contexts is hidden
from the user.
Processor Reconfiguration Through Instruction-Set Metamorphosis (PRISM)
[1][3] The PRISM was one of the earliest proposed CCMs. It was developed
as a proof-of-concept system demonstrating the viability of metamorphosing
the instruction set of a general-purpose processor. PRISM consists of a “RISC”
processor augmented with reconfigurable hardware which is coupled to an I/O
bus. To evaluate FPGA-mapped functions, the host processor explicitly move
the input operands to the FPGA and then moves back the computed result. The
loading of FPGA configurations is achieved by inserting function calls into the
program stream by the compiler. This can be perceived as having an explicit
set instruction.
PRISM-II [96] PRISM-II extends PRISM by adding two more reconfigurable
processing units to the already existing one and connecting them via the same
bus to the host processor. All the reconfigurable processing units contain a
small local memory. Three processing configurations are now possible: all
the blocks independently; any combination of two processing units working
together; all three processing units work together as one large block.
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Multiple-RISA [87] The multiple-RISA is a spatial extension of RISA by
including a plurality of Reprogrammable Execution Units (REUs) which can
be reconfigured separately from each other. A single computing resource can
be configured on each REU. An Instruction Management Logic keeps track of
the computing resources which are currently configured in the reprogrammable
execution units. If the issued FPGA-assigned instruction matches one of the
configurations in the REUs, i.e., one of the configured computing resources,
the decoder directs the execution to the proper unit. If the issued instruction
does not match any of the configured computing resources, a miss is indicated
and an exception is raised. Subsequently, the processor is stalled and a reconfiguration procedure is initiated. It is interesting to note that the Multiple-RISA
behaves like a (spatial) cache of computing resources, e.g., utilizing a least recently used replacement strategy. Also, no explicit set instruction is present.
Nano Processor [100] The Nano Processor consists of a simple processor
core augmented with a general-purpose FPGA. The approach is restricted in
the sense that the instruction format can only utilize 5 bits as opcode with
6 instructions reserved for controlling fixed computing resources resulting in
that it can only support 26 implementations. Each instruction controls either
a single fixed or configured computing resource. The reconfiguration is performed only at application load-time by an embedded procedure. No explicit
set instruction is present.
Dynamic Instruction Set Computer (DISC) [99] The DISC consists of a simple 8-bit processor with a simplified instruction set (also referred to as a global
controller) and a programmable array with line-oriented partial reconfiguration
capabilities. The global controller contains a number of default instructions for
sequencing, status controlling, and memory transfers. As opposed to the Nano
Processor, where the number of configurable computing resources and their associated instructions were limited by the load-time configuration strategy, the
DISC’s programmable array is (partially) configured to support the instruction
in question. In this way, an arbitrary number of application-specific instructions (still limited by the opcode) can be implemented on the programmable
array. As a program executes, computing resources are configured onto the
FPGA until all available hardware is utilized. Afterwards, new instructions
can be only configured on the array by removing old instructions. This replacement scheme cannot be controlled by the user, therefore no explicit set
instruction is present.
Chimaera [30] The Chimaera consists of a host microprocessor augmented
with a reconfigurable functional unit (RFU). The RFU is given access to the
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host register file or a shadow register file. Up to nine input and one output
operands can be used by an RFU instruction. Each RFU configuration determines by itself from which registers it reads its operands. Therefore, the RFU
instruction format does not provide identifiers for the input operands. It includes only the RFUOP opcode, indicating that an RFU instruction is being
called, an ID operand specifying which instruction to call and the destination
register identifier. The programmable array is structured on rows of active
logic between routing channels. A computing resource can use one or more
rows. Multiple computing resources can be active on the RFU at a time. The
Chimaera reconfigurable array exhibits a partial reconfiguration pattern, the
atomic unit of reconfiguration being one row. There are neither state-holding
elements nor pipelining latches in the programmable array, the only storage
elements in the system are the registers of the (shadow) register file. The computing resources present in the reconfigurable array are implicitly determined.
Common Minimal Processor Architecture with Reconfigurable extension
(CoMPARE) [75][74] The CoMPARE utilizes a reconfigurable processing
unit (RPU) which consists of a conventional ALU augmented by a configurable
array unit (CAU). The ALU provides support for the most basic instructions,
while the CAU is devoted to support additional customized instructions. The
CoMPARE RPU can process at most four input operands and produce two results in one instruction. Consequently, the register file has four read and two
output ports. Two out of the four read operations are explicitly encoded in
the instruction, while the other two are implicitly defined as being the immediate successors of the first two in the register file. Likewise, the first output
operand is explicitly encoded in the instruction, while the second one is again
the immediate successor of the first one in the register file. CoMPARE has
four operation modes: single ALU, single CAU, superscalar extension (i.e.,
the ALU and the CAU work in parallel), and the sequential mode (i.e., the
ALU and the CAU work in a pipelined fashion).
Virtual Element Gate Array (VEGA) [45][44] The VEGA is composed of a 4input lookup table (LUT) FPGA Logic Unit with a large configuration memory
referred to as Logic Instruction Memory (LIM). The Logic Instruction Memory can store up to 2048 contexts. Due to the large number of contexts, a Node
Memory (NM) is aimed to provide for state sharing between contexts.
PipeRench [7][23][22] The PipeRench is focussed on implementing linear
(1-dimensional) pipelines of arbitrary length. PipeRench is envisioned as a
coprocessor in a general-purpose computer, and has direct access to the same
memory space as the host processor. The virtual stripes of the application are
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stored into an on-chip configuration memory. A single physical stripe can be
configured in one read cycle with data stored in such a memory. The configuration of a stripe takes place concurrently with execution of the other stripes.
Reconfigurable Processor Development System (Spyder) [39][38][40][37][73]
Spyder is an FPGA-based “VLIW” processor which consists of three reconfigurable functional units, a memory controller, and a sequencer as fixed unit. The
reconfigurable functional units and the memory controller are all connected to
the register file. All the functional units can be scheduled to work in parallel.
Reconfigurable Pipelined Datapath (RaPiD) [19][18]
The RaPiD is a
coarse-grained architecture that is intended to implement deep computational
pipelines. It consists of datapath and a control path. The datapath includes
a set of functional units (ALUs, registers, memories, and integer multipliers)
which are interconnected in mostly a nearest neighbor fashion, through a set
of segmented buses that run over the length of the datapath. A linear pipeline
of functional units can be constructed on the RaPiD datapath. Therefore, a
functional unit can get its input operands from (and send its outputs to) the
adjacent configured functional units only. It has to be noted here that such
a restriction entails a low performance for applications which exhibit highly
irregular computations, with complex addressing patterns, little reuse of data,
absence of fine-grained parallelism. The datapath is controlled utilizing a combination of static and dynamic control signals. The static control signals are
defined by RaPiD configuration and determine the configuration of the interconnection network and the insertion of or bypassing the pipeline registers.
The RaPiD configuration is stored in a configuration memory as in ordinary
FPGAs. Loading the configuration memory is performed at application loadtime and remains constant for a particular application. The dynamic control
signals schedule the datapath operations over time. These signals are issued
by the control path which stretches parallel with the datapath. No explicit set
instruction is defined.
Wormhole [66][67][2] The Wormhole FPGA consists of Reconfigurable Processing Units (RPUs) interconnected through a mesh network. Multiple independent streams are injected into the fabric. Each stream contains a header
that includes information needed to route the stream through the fabric and to
configure all RFUs along the path. The stream also contains the data to be
processed. In this way, the streams are self-steering and can simultaneously
configure the fabric and initiate the computation. Therefore, the reconfiguration and computation processes take place along one or more trances in the
2-dimensional space.
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Colt [68] Colt is based on the Wormhole FPGA reconfiguration pattern.
Colt is composed of two layers. The first layer includes RPUs interconnected
through a cylindrical mesh. The RPUs are identical, each of them comprising
an ALU, a barrel shifter, a conditional unit, two input registers, and optional
delay blocks. The first layer is reconfigurable in a distributed fashion by selfsteering streams, similar to the Wormhole concept. The second layer includes a
truncated crossbar, also supporting the distributed control by means of streams.
Therefore, the crossbar is able to simultaneously switch multiple points under
the command of the self-steering stream.
Reconfigurable Data Path Architecture (rDPA) [27][26] The rDPA is also a
self-steering autonomous reconfigurable architecture. It consists of a mesh of
identical datapath units (DPUs). The data-flow direction through the mesh is
only from west and/or north to east and/or south and is also data-driven. A
word entering the rDPA contains a configuration, but which is used to distinguish the configuration information from data. Therefore, a word can specify
either a set or execute instruction, the arguments of the instructions being
the configuration information or data being processed, respectively. A set of
computing facilities can be configured on the rDPA.

1.3

Open Questions

In Section 1.1.4, we argued that the merging of programmability and reconfigurability is the next logical step in embedded processor design. More specifically, the merging entails a programmable processor augmented with reconfigurable hardware. In Section 1.2, as related work we have highlighted several
approaches that have been proposed in the last decade in augmenting generalpurpose processors with reconfigurable hardware. In this section, we discuss
the issues that must be addressed in the mentioned augmentation and then pose
the open questions we intend to answer in this dissertation. The following issues must be addressed when merging programmability with reconfigurability:
• Long reconfiguration latencies: The reconfiguration latency is the
time between issuing a set instruction (either implicit or explicit) and the
completion of the reconfiguration process on the reconfigurable hardware. This latency consists of two parts:
– hardware reconfiguration time (tr )
– reconfiguration data loading time (tl )
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tr represents the time of the actual reconfiguration process after the reconfiguration data is available. tl represents the time that is required to
load the reconfiguration data from memory (or other storage medium)
into the configuration memory. Due to technological constraints and
large reconfiguration data files, the reconfiguration latency can be quite
long (in the range of hundreds of milliseconds in the worst case).
• Limited opcode space: The opcode is a special field in the instruction format that is used to identify instructions. Current augmentation
approaches specify separate execute and set instructions for each and
every implementation. Therefore, when extending an architecture in order to support such approaches, it will put much strain on the opcode
space12 .
• Complicated decoder hardware: Within a general-purpose processor,
an instruction decoder exists that must correctly issue instructions to
their associated functional units or reconfigurable unit(s). Adding more
instructions will definitely increase the complexity of the instruction decoder within a general-purpose processor. We must keep in mind that the
control unit within the reconfigurable unit must also handle the newly
added instructions. In addition, the utilization of implementation identifiers in the reconfigurable unit is also adding more complexity of the
control unit within.

In this dissertation, we propose one possible approach in merging programmability with reconfigurability in the design of embedded processors. In order
to be successful, it has to address the mentioned issues. Therefore, the open
questions addressed in this dissertation are:
• Can the reconfiguration latencies be reduced?
We have seen that the reconfiguration latency comprises the reconfiguration data loading time tl and the actual hardware reconfiguration time
tr . The tr relates to the technology being used to realize the reconfigurable hardware. Therefore, it is out of the scope of this dissertation.
However, the tl depends on the availability of reconfiguration data in the
(on-chip) configuration memory. In this dissertation, we will investigate
how the reconfiguration data and the configuration memory can be organized such that the reconfiguration data loading time can be reduced.
12

We have to keep in mind that most architectures nowadays are RISC architectures and
therefore, their opcode space is fixed.
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• Can the opcode space requirements be eliminated?
As already mentioned earlier, the goal of the research described in this
dissertation focuses on a one-time architectural extension. In this dissertation, we investigate whether this goal can be achieved. If the answer is
affirmative, we need to further our investigation by finding the means in
how to accomplish this.
• Can the decoder hardware complexity be reduced?
For the set and execute type of instructions, there are two levels of decoding to be performed. The first level entails the decoding performed
by the instruction decoder. This level will remain reasonably simple
when we succeed to achieve the ‘one-time architectural extension’ goal.
The second level entails the decoding performed by the control unit in
the reconfigurable unit. In this dissertation, we also investigate the possibilities of keeping the second level of instruction decoding reasonably
simple.

1.4

Framework

This section discusses the organization of the remainder of this dissertation
which consists of the following chapters:
• Chapter 2 highlights several compression techniques used in many picture and video coding schemes. This provides a basic knowledge of
multimedia that is needed to understand the discussion on several multimedia operation implementations.
• Chapter 3 reintroduces the concept of microcode as we intend to utilize it to control both the reconfiguration and execution processes of the
reconfigurable hardware. This chapter also poses 4 design principles
arguing the re-utilization of microcode to emulate non-implementable
instructions.
• Chapter 4 introduces our approach in augmenting a programmable processor with reconfigurable hardware. Here we describe how the microcode concept can be extended to control both the reconfiguration and
execution processes related to the reconfigurable hardware. The newly
extended microcode is termed as reconfigurable microcode or ρµ-code
in short.
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• Chapter 5 discusses several examples to highlight how our approach can
be applied when facing several reconfiguration possibilities, i.e., finegrain reconfiguration, coarse-grain reconfiguration, and partial reconfiguration. Finally, a more elaborate example is presented that has been
synthesized by us. The results of this synthesis were used in the ensuing
architectural performance analysis in order to more accurately reflect the
reality.
• Chapter 6 discusses the architectural performance analysis that has been
performed in order to gain insight into the performance potential of our
described approach. For this purpose, we have used two commonly used
multimedia benchmarks and the well-known Simplescalar Toolset v2 to
accomplish this.
• Chapter 7 presents the conclusions of this dissertation and describes the
main contributions of the research. Finally, several future work directions in continuing the described research are presented.

Chapter 2
Multimedia Processing

I

n the early nineties, an increase in demand for multimedia processing
has been observed due to the fact that increasingly more applications
utilize digital multimedia formats. The digital representation proved to
have certain advantages, like easier editing and improved error resilience.
However, the digital representation presented the scientific community and
the industry with a sizeable problem which is the enormous size of the digital
representation/information. One possible solution is to increase the bandwidth
and storage sizes of related systems. However, this solution only will not be
able to cope with the still increasing proliferation of multimedia formats.
Therefore, the second solution decreases the size of multimedia formats by
compressing the digital information. This has led to the investigation of many
compression techniques that have been combined into multimedia standards.
In this chapter, we focus on digital picture and video compression and
therefore discuss the compression techniques found in multimedia standards
like JPEG [94, 64], MPEG-1 [21, 58], and MPEG-2 [28]. The reason for
this discussion is due to our utilization of benchmarks, which are a software
implementation of these multimedia standards, in our final architectural
analysis. Furthermore, some of the discussed compression techniques have
been implemented in VHDL in order to gain more insight into their clock
speeds. Such results are utilized in the architectural analysis in order to
improve its accuracy.
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Introducing Multimedia

We define multimedia as any combination of the following forms of information: text, graphics, video, and audio – referred to as multimedia formats. Traditionally, multimedia formats were being represented in an analog form, but
we have been observing a migration from an analog representation to a digital
one. The digital representation of the multimedia formats proved to have certain advantages, e.g., easier editing and improved error resilience. However,
the digital representation presented the scientific community and the industry
with a sizeable problem, namely the enormous size of the digital representation/information. The first solution is to increase the size of storage devices
and the bandwidth of transmission lines. However, two problems are associated with this solution. First, it requires the replacement of existing transmission lines and storage devices or the installation of new transmission lines and
storage devices. Second, upgrades and new installations must be performed in
a continuous process, because the multitude and the size of digital information
will certainly keep growing. We believe that existing technology and certainly
future technology will be able to cope with the requirements posed by the enormous size of the digital information. However, the requirements can be relaxed
by utilizing the second solution, which can be utilized in conjunction with the
first solution.
The second solution entails the compression of the digital information. A huge
research effort in this area has resulted in a multitude of compression techniques currently being employed in many multimedia standards. These techniques exploit redundancies found within the digital information allowing the
removal of information with the possibility of reconstructing the same information (up to a certain degree) from the remaining compressed information.
Compression techniques can be divided into two classes: lossless compression
and lossy compression. Lossless compression utilizes the digital information
itself to identify the mentioned redundancies and therefore allowing the reconstruction of the redundant information that is identical to the original. Lossy
compression utilizes results from research investigations into the subjective
quality of the digital information to remove (redundant) information that the
human is not able to perceive. An example is the Human Visual System (HVS)
model which describes the inner workings of the human eye. As a result, the
amount of information removed is far more than when lossless compression
techniques are being utilized. On the other hand, lossy compression does not
allow an exact reconstruction of the original information. The main focus of
this chapter is on compression techniques used to compress digital pictures and
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digital video. Before we continue our presentation on multimedia processing,
we present the following definitions:
• Multimedia standard: A multimedia standard is defined as the collection of the following: (1) the definition of the structure of the bitstream,
(2) the rules in how to decode the bitstream, and (3) a set of parameters
which indicate certain constraints (e.g., maximum size) on the handled
data. Usually, a multimedia standard is general in the sense that multiple
multimedia applications can be targeted by the same standard. This is
achieved by defining the parameters for each targeted application. One
important fact to mention is that in many multimedia standards, the decoding process is explicitly defined while only a guideline for the encoding process is given.
• Multimedia application: A multimedia application is defined as any
digital system which utilizes one or more multimedia formats to transport information and which performs the associated functions to accomplish this goal. Usually, multimedia standards are utilized to handle the
multimedia formats used by the application.
• Multimedia implementation: A multimedia implementation is defined as a structure for realization and the realization itself in hardware
or software for handling multimedia formats.
The relationship between multimedia applications, multimedia standards, and
multimedia implementations is depicted in Figure 2.1.
Each compression technique is very much tuned towards a certain multimedia
format which is used by a multimedia application in order to transfer information. In this sense, the multimedia application poses the requirements which
must be met by the compression techniques. For example, the VideoCD application stores video and audio (with predetermined parameters, like resolution
of the frames and sampling frequency) on a compact disc which is being read
by a CD-player at the bitrate of 150 kBytes/s. This fact already determines
that certain compression techniques cannot be used, because they cannot deliver the compression ratio to obtain the desired bitrate.
Multimedia standards usually target multiple multimedia applications by combining several compression techniques well-suited to meet the requirements
posed by the targeted multimedia applications. Using the proposed compression techniques, the original digital information is compressed into a bitstream
which can be stored or transmitted. To obtain a copy of the original digital
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Figure 2.1: Relationships between multimedia application, standard, and implementation.
data, which can be an exact copy of the original or a copy closely resembling
the original, the inverse of the compression techniques are being used. The
process of obtaining the compressed bitstream is called the encoding process
and the inverse is called the decoding process. Most multimedia standards
only define the decoding process and the structure of the bitstream. At the
same time, only guidelines are provided for the encoding process. This was
purposely done in order to allow improved algorithms to be utilized in the encoding process. Furthermore, manufacturers can develop their own algorithms
in order to distinguish their products from other manufacturers. However, extreme differences after decoding due to the utilization of different encoding
algorithms must be avoided. To this end, multimedia standards also define
several error measures which must not be exceeded.
There are basically two approaches in how to implement multimedia standards. The first approach is to implement the whole standard in software to
be run on programmable (general-purpose) processors. The implementation
in this approach can quickly adapt to changes, especially to changes that are
common during the definition phase of a multimedia standard. However, the
performance of this approach usually is not very good. The second approach
is to implement the multimedia standards in hardware using Application Spe-
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cific Integrated Circuits (ASICs). In this approach, the highest performance
level can be achieved, but any changes to the standard requires new designs
which is a time-consuming process. Consequently, this approach is embraced
when a multimedia standard is fixed. In order to combat the fixed nature of
an ASIC’s implementation, a hybrid between the two mentioned approaches is
commonly used resulting in two solutions: programmable Digital Video Processors (DVPs) and Application-Specific Instruction-Set Processors (ASIPs).
Examples of multimedia standards are H.261, MPEG-1, MPEG-2, and JPEG.
Table 2.1 shows which multimedia applications are targeted by these standards.
The JPEG standard is used to compress digital continuous-tone still-pictures
using a wide variety of compression techniques while retaining good picture
quality. The MPEG-1 and MPEG-2 standards are used to compress video and
audio information. These standards provide video quality which is equal to or
better than VHS tapes. The H.261 standard is very similar to the two MPEG
standards, but it targets applications like video-telephony (using regular telephone lines) an therefore requiring a (very) low bit-rate of the compressed
bitstream.
multimedia standard
H.261
MPEG-1
MPEG-2

JPEG

targeted multimedia application(s)
video conferensing
video telephony
VideoCD
DVD
digital broadcast
HDTV
photography

Table 2.1: Multimedia applications targeted by different multimedia standards.

2.2

Compression Techniques

This section discusses in short various basic compression techniques used in
multimedia standards concerning pictures and video. Compression is used, because handling the digital data associated with pictures or video in their raw
formats is difficult due to the enormous size of the digital data. However, compression must not be allowed to degrade the (subjective) quality of the picture
or video to a level where visual information is lost. For example, in applica-
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tions like video-telephony perceptible loss of image quality is acceptable as
long as the speed is kept intact at the receiving end. On the other hand, applications like digital broadcasting require the TV signals reaching our homes
to be of very high quality, because otherwise we will not accept the transition
from analog to digital signals.

2.2.1

Introduction

Digital information is obtained by sampling analog signals at pre-determined
time and/or space intervals. Examples of analog signals are audio signals and
visual information entering the human ear and eye, respectively. In essence,
sampling represents the mapping of an analog signal into the digital domain
with the obtained digital information being a possible representation of the
analog signal determined by the sampling parameters. By altering the sampling parameters, different digital representations are possible for the same
analog signal. However, the sampling parameters must be chosen in such a
way that a reconstruction of the original analog signal is still possible. This indicates that a minimum value for each of the sampling parameters exists. And
this indirectly defines the minimum size of the digital representation without
any compression. Pictures are sampled by dividing the 2D plane intersecting
the light(rays) coming from a scene into an array of picture elements (pels)
arranged in a predetermined manner. Then, at each pel position, color and
brightness information is stored which is deduced from the wavelength spectrum falling on that pel position. Video signals are obtained in the same manner as sampling pictures, only now the same sampling procedure is repeated at
predetermined time intervals.
Before discussing the reason why compression is needed and the compression
techniques themselves, we first give some definitions of terms which will be
used often in this chapter and the remainder of this dissertation:
• Pixel/Pel: The smallest element of any system that represents data in
the form of 2D arrays of visual information.
• Resolution: The fineness of detail represented by any form of media –
audio, picture, video. In the case of an image1 , the resolution is defined
by the number of pels in both the horizontal and vertical direction.
1
The term image is used in the remainder of this dissertation to refer to still-pictures and
video frames in digital form.

2.2. C OMPRESSION T ECHNIQUES

37

• Luminance: Luminance is the intensity, or brightness component, of
an electronic image.
• Chrominance: Chrominance is the color portion of the information
contained in a full color image.
The reason for using compression in multimedia standards is that digital data
in its raw format (after conversion from the analog domain) requires enormous transmission bandwidth or storage capacity (i.e., transmission in time).
We illustrate this by giving one example for still-pictures and one for video.
For pictures, consider a 1024×768 pels picture in true color2 which requires
a storage capacity of 2.4 MB. This size is impractical, because for example
if someone tries to download such a picture from the Internet using a 28k8
modem under optimal conditions, the download time is more than 10 minutes.
For video, consider the widely used SIF-format for a video frame which has
a resolution of 360 by 288 pels. Every pel is represented using 24 bits, like
true color pictures, and translates into about 304 Kbytes for every frame. If the
video sequence is played at 24 frames/sec which the human eye will perceive
as ”smooth” video, a bandwidth of 57 Mbits/s is needed. To store a one minute
video sequence, a storage space of 427 Mbytes(!) is needed. The storage requirement of video is actually larger if we take into account that most movies
are more than 90 minutes long (∼ 37 GBytes).
In the previous paragraph, we have illustrated the necessity for digital information compression, because otherwise the transmission or storage of such information would become impractical. The compression process can be mostly
viewed as a long pipeline constructed by replicating two subsequent stages.
The first stage always preprocesses the to be compressed information by transforming it into another domain and thereby maximizing the efficiency of the
second stage. In the first stage, usually no information is lost. The second stage
performs the actual compression by removing (subjectively) irrelevant information or representing the information using less bits by exploiting statistical
data of the to be compressed information itself. We have to note that the techniques used in the first stage do not always compress any information. They
are still referred to as compression techniques, because they enable the techniques in the second stage to perform more efficiently. We have to re-iterate
that when a compression technique does not result in loss of information, it is
referred to as a lossless compression technique. Otherwise, the compression
technique is referred to as being lossy.
2

The pels in a true color picture consists of 24 bits with 8 bits for each of the three color
components RGB (see Section 2.2.2).
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In the following, we discuss the basic encoding and decoding steps (depicted in
Figure 2.2) in a lossy picture compression scheme. The compression scheme
described here is similar to many compression schemes (usually in modified
form) used in picture and video coding standards. Furthermore, it serves as a
guideline for the subsequent sections of this chapter which discuss each step
in the compression scheme in more detail.
Original
Digital Image

Colorspace
Conversion

Downsampling

Transform
Coding

Quantization

Run-length
Encoding

Variable Length
Encoding

ENCODER

BITSTREAM
DECODER

Reconstructed
Digital Image

Colorspace
Conversion

Variable Length
Decoding

Upsampling

Inverse
Transform
Coding

Inverse
Quantization

Run-length
Decoding

Figure 2.2: Basic coding steps while coding pictures in the JPEG standard.
The JPEG-like encoder blocks depicted in Figure 2.2 are discussed in more
detail in the following. The first block of the encoder performs colorspace
conversion which allows certain color components to be downsampled in the
second block without much degradation of visual quality. The downsampling
reduces the resolution of the picture and thereby reduces the computational
load on all the subsequent blocks. The third block performs transform coding
which transforms the pel information represented in the spatial domain into the
frequency (or transform) domain. This step is performed, because degradation
of the (subjective) visual information due to the ensuing quantization in the
frequency domain is less severe than in the spatial domain. The fourth block
performs quantization which reduces the number of bits needed to represent
the values in the frequency domain. The fifth block performs run-level coding
on the quantized values after which variable length encoding is performed in
the sixth block. This results in a bitstream suitable for storage or transmission.
The decoder receives the encoded bitstream and performs the same steps as in
the encoder, only now in the reverse order. First, the bitstream is decoded using
variable length decoding and run-level decoding to obtain the quantized transform coefficients. Then, after inverse quantization the transform coefficients
are used by the inverse transform coding block to compute the pel values. Fi-
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nally, the pels are upsampled (if required) in order to reconstruct the picture to
its original resolution and then converted back to their original colorspace.
In this scheme, the decoder must somehow obtain the encoding parameters –
for example, the quantization factors – used in the encoder, because otherwise
the decoder produces a picture which will significantly differ from the original
picture. There are two ways in which the decoder can obtain these parameters,
namely either the parameters are encoded into the bitstream or the parameters
are specified by a standard. In this discussion, it appears that the decoder is
dependent on how the encoder is specified, but in fact in most multimedia
standards only the decoding process is specified and the implementation of the
encoder and the decoder is left open. Finally, we must note, that the order of
the steps in this discussion can be varied to obtain better or faster compression
and this scheme is just an illustration of how picture compression can be done.
Before discussing the compression techniques used in video coding we introduce the notion of interframe coding and intraframe coding. Video consists of
a sequence of frames which are shown on a display at a certain frame rate. In
coding of video sequences, we can exploit two kinds of redundancies: spatial
redundancies and temporal redundancies. Both coding methods are depicted
in Figure 2.3.
In intraframe coding, redundancies found
• Intraframe coding:
in a single frame are used to encode the frame. These redundancies are
called spatial redundancies. An example of how to exploit these redundancies to reach compression was already discussed in the previous
paragraphs about picture coding, because each video frame can be considered as a single picture.
• Interframe coding: In interframe coding, redundancies found between
frames are used to encode the frame. These redundancies are called temporal redundancies. An example of how to exploit these redundancies is
to use motion estimation (see Section 2.2.8).
The remaining sections of this chapter discuss the compression techniques
mentioned in this section. The order in which they are presented is the same
as in Figure 2.2 with two additions: predictive coding and block-based motion estimation. Predictive coding predicts pel values from other pel values
after which the difference between this value and the predicted value is coded.
Block-based motion estimation exploits temporal redundancies between temporally close video frames and was not included in the previous discussion
about picture coding.
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Figure 2.3: Difference between interframe coding and intraframe coding.

2.2.2

Colorspace Conversion

Colorspace conversion transforms the representation of color from one colorspace into another one. The conversion in itself does not achieve any compression, because the same number of (sample) values are needed in the other
colorspace and the same kind of precision is needed to represent these values. The main reason why colorspace conversion is being used, is because
downsampling of the chrominances in the luminance-chrominance colorspace
does not degrade much the (subjective) quality. This is due to the fact that the
human eye cannot resolve as much chrominance detail as luminance detail.
Without delving into the trichromatic theory of color vision we can state, that
color can be represented by three values, called tristimulus values, (RC , GC ,
BC ). This is related to the fact that the human eye only has three types of
receptors which are sensitive to wavelengths around 700 nm, 546 nm, and 438
nm which correspond to the colors red, green, and blue, respectively. A mathematical representation of a point in the RGB space is given in Equation (2.1)
−
→ −
→ →
−
with R, G, B representing unit vectors along the R-, G-, B-axis, respectively:
→
−
−
→
−
→
→
−
C = RC R + GC G + BC B

(2.1)

In non-compressed pictures, each pel is usually represented using 24 bits resulting in 8 bits for each of the tristimulus values which are called (color)
samples. The array of all the samples representing one of the tristimulus val-
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ues is called a (color) component. Another possible representation is to use
chromaticy coordinates which are defined as follows:
RC
RC + GC + BC
GC
g =
RC + GC + BC
BC
b =
RC + GC + BC
r =

(2.2)
(2.3)
(2.4)

Because the range of the chromaticy coordinates is [0,1] and r+g+b = 1, only
two coordinates are needed to specify the color. However, a third dimension
is also needed, namely the luminance information, because this information is
lost during the normalization process. The luminance information is computed
from the three tristimulus values (shown later).
In multimedia standards gamma-corrected and normalized tristimulus values
(R0 , G0 , B 0 ) are used. The values R0 , G0 , and B 0 are defined on a relative scale
from 0 to 1, such that shades of grey are obtained if: R0 = G0 = B 0 . White is
defined as R0 = G0 = B 0 = 1 and black is defined as R0 = G0 = B 0 = 0.
As stated earlier, the RGB representation of color is not being widely used in
the compression schemes of multimedia standards. Instead, the representation
using one luminance (Y ) and two chrominance (Cr , Cb ) components is used.
A standard that defines the value ranges of the Y, Cr , Cb component samples
is the ITU-T Recommendation 601 which also defines the conversion from/to
the RGB colorspace. In the ITU-T Recommendation 601, the luminance Y
has 220 levels (16 to 235, inclusive) in which value 16 corresponds to black
and values 235 corresponds to white. The Cb and Cr both have 224 levels
(16 to 240, inclusive) with 128 as the zero level. The other values of the luminance and chrominances are reserved for computational headroom and footroom. Furthermore, the values 0 and 255 are forbidden, because they are being
used for synchronization purposes. Therefore, any result outside the range between 1 and 254 must be clamped to either 1 or 254. The luminance and
chrominance (integer) values are calculated from R’G’B’-values as follows:
  

  0
16
Y
65.738 129.057 25.064
R
Cb  = 128 + 1 −37.945 −74.494 112.439  G0 
256
128
Cr
112.439 −94.154 −18.285 B 0


(2.5)
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The R’G’B’-values in the range [0..255] can be obtained by performing the
inverse of Equation (2.5) and is shown in the following equation:


    !
16
R0
298.082
0
408.584 Ã Y
G0  = 1 298.082 −100.291 −208.120 Cb  − 128 (2.6)
256
B0
128
298.082 516.411
0
Cr


This section described the conversion of color represented in one colorspace
into another and in particular, the conversion from the RGB-space into the
YCrCb-space. As stated in the beginning of this section, the reason why this
is done, is because the human eye cannot resolve as much chrominance detail as luminance detail. This enables downsampling to be performed on the
chrominance components without much (subjective) quality degradation. Subsampling is discussed in the next section.

2.2.3

Subsampling

Subsampling is defined as the general term for changing the resolution of images or video sequences3 . In the case of images, spatial subsampling is used
to change the resolution of images. Temporal subsampling is used to change
the frame rate of video sequences. Decreasing the resolution of images or
video sequences is called downsampling4 and the inverse operation is called
upsampling.
Spatial downsampling can be achieved in two ways, namely (1) deletion of
pels or (2) interpolation. The deletion of pels is the simplest method and does
not require any computations, but it is most likely to result in poor image quality. Better quality results are obtained using interpolation which uses several
pels from the original image to calculate the downsampled image. It must be
noted that downsampling is usually performed within the array containing the
same type of color samples. E.g., subsampling of the chrominances is very
common in image and video encoding schemes. Two examples are given in
Figure 2.4 which reduce the image resolution in both the horizontal and vertical direction by a factor of 2. The advantage of downsampling is that it relaxes
the computational need of the subsequent compression processes by removing data. On the other hand, visual information is lost during the process and
3

In the case of temporal subsampling of video sequences, the number of frames per second
( = frame rate) is taken as the resolution of video sequences.
4
In literature, subsampling is used as a synonym for downsampling. However, in this dissertation, subsampling is used a general to refer to both downsampling and upsampling.
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performing spatial downsampling too aggressively will ultimately result in unrecognizable images.
a

c

b

d

a

= original pel
= interpolated pel

b

= original pel
= interpolated pel

Figure 2.4: This figure depicts on the left the interpolation using the equation:
interpolated pel = a+b+c+d
. On the right side the interpolation is described by
4
the equation: interpolated pel = a+b
2 .
Spatial upsampling is used to increase the resolution of an image and is usually
performed at the end of the decoding process. During downsampling, information is lost which cannot be exactly recovered in the decoder. Therefore, the
upsampled image must be constructed using only information present in the
(decoded) downsampled image. The simplest method is to duplicate pels, but
this method introduces a visible artifact in the reconstructed image, namely the
image appears to be ’blocky’. There are several other methods, which do the
upsampling more elegantly without introducing blockiness like interpolation.
However, these methods will not be discussed in this dissertation. We refer the
interested reader to [61].
Similarly, temporal downsampling can be achieved by simply deleting video
frames or by calculating new ones from frames in the original video sequence.
Temporal upsampling can be generally performed by:
• Replication: This method replicates frames in order to increase the
number of frames per second. While easy to implement, this method
does not contribute to the perceived quality of the video sequence. This
method is usually not used in schemes where heavy temporal downsampling was performed, but instead it is being used to convert video
intended for the PAL system to the NTSC5 system in which not much
replication is needed.
• Interpolation:
5

This method reconstructs frames between downsam-

The PAL television system is mostly utilized in the Europe and has a framerate of 25 fps.
The NTSC system is mostly being utilized in North America and Asia and has a framerate of
29.97 fps.
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pled frames using interpolation which requires some computations, but
it is still not very complex. Interpolation is also not widely used, because
it blurs the video sequence, especially, in the case of fast movements in
the scene. For example, consider a tennis ball in front of a black screen
moving from one end of the screen to the other. Using interpolation,
the reconstructed frame will contain two blurry tennis balls. One at the
same position as in the previous frame and one at the same position as
in the next frame.
• Motion estimation: This method is the most complex one, but it
also provides the best the quality of the reconstructed video sequence.
Unlike the previous method which cannot cope with fast movements
in the video sequence, this method first calculates the movements
in the video sequence. Then, it interpolates the movements to reconstruct the intermediate frames. This recently introduced method
is implemented in the so-called 100 Hz PAL-television sets6 (in Europe).

The rationale behind spatial subsampling is that it is not always necessary to
transmit high resolution images. Therefore, requirements on transmission systems are lowered (e.g., lower bandwidth) and the number of computations
needed in subsequent compression stages is lowered. One good example of
an application not requiring high-resolution images is the videophone. In this
application, it suffices when you have a rough view of the person you are talking to and still can make out certain facial expressions. The main reason why
temporal subsampling is used is the same as with spatial subsampling. It is
not always necessary to transmit video sequences with high framerates. However, as already indicated, temporal subsampling is also being used to perform
framerate conversions between different video systems.

2.2.4

Transform Coding

Transform coding utilizes space-to-frequency transformations to achieve compression, i.e., pel values (in the space domain and arranged in a regular raster)
denoted by f (x, y) are transformed into F (µ, ν) in the frequency domain as
depicted in Figure 2.5.
6
The number of 100 Hz is derived from the fact that television sets are interlaced. This
means that the television does not display frames, instead fields are displayed which contain
only half of the lines contained in frames. Therefore, 25 frames per second corresponds to 50
fields per second and by doubling this number we get the 100 Hz.
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Figure 2.5: The principle of transform coding.
Without delving into the mathematical background of transform coding, we
can state that transform coding will transform the input values (exhibiting redundancy7 ) into only a few transform coefficients. More specifically, the information represented by the (redundant) input values is being mainly compacted
in the low-frequency transform coefficients. Therefore, by only coding the
smaller amount of transform coefficients instead of the whole array of input
values, compression is achieved.
Transform coding also exhibits two additional characteristics that are beneficial in relation to image coding. First, not all transform coefficients are needed
in order to maintain a good image quality. This is especially true for the high
frequency transform coefficients. Second, the transform coefficients do not
need to be represented using full accuracy. Both characteristics are exploited
by utilizing a quantization stage after transform coding that is designed to remove the (mostly irrelevant) high frequency transform coefficients and to reduce the accuracy of the low frequency transform coefficients. It is this quantization stage that is usually the biggest contributor to the overall compression
in a coding scheme.
The effectiveness of the transform methods can be measured by the compaction they reach, i.e., how many transform coefficients are really needed
to represent the input data samples. In this sense, the Karhunen-Loeve Transform (KLT) is regarded to be the optimal transform. However, the KLT has
a high computational complexity, because the transformation depends on the
input data and must be determined prior to the actual transformation. On the
other hand, the Discrete Fourier Transform (DFT) and the Walsh-Hadamard
7

I.e., the values contain some regularity which can be exploited to achieve compression.
Usually, the values vary (slightly) around the average of all the values.
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Transform (WHT) are both not compute-intensive, because their transforms
are fixed and optimizations exist to speed up their computations. However,
they perform less well in the compaction. Therefore, the most widely used
transform method is the Discrete Cosine Transform (DCT), because it combines the best of both worlds. The DCT compaction performance is close to
the KLT and the DCT is a also fixed transform for which also fast algorithms
exists. The 2-dimensional 8 × 8 forward DCT equation is as follows:
F (µ, ν) =

C(µ) C(ν)
×
×
2
2

7 X
7
X
f (x, y) · cos[(2x + 1)µπ/16] · cos[(2y + 1)νπ/16]

(2.7)

y=0 x=0

where µ and ν are the horizontal and vertical frequency indices, respectively,
and the constants, C(µ) and C(ν), are given by:
C(µ) = √12 if µ = 0
C(µ) = 1 if µ > 0
We have to note that in many coding schemes, the transform coefficient F (0, 0)
is called the DC value and all other transform coefficients are referred to as AC
values. Finally, transform coding can also be used for the coding of video sequences by extending the mentioned two-dimensional transform to a threedimensional one. This will exploit the fact that a fixed area in a frame is
highly correlated to the same area in past or future frames. However, threedimensional transforms are not applied in video compression, because of the
computational complexity and the buffering requirements of video frames.

2.2.5

Run-level Coding

Run-level coding is used to compress sequences of symbols – which are integer values in the case of picture and video coding – containing an often
occurring symbol which also happens to occur in (short) sequences, called
runs. In most image and video coding schemes, zero is the most often occurring symbol mainly due to the quantization that usually precedes run-level
coding. The structure of these sequences of symbols are usually as follows:
long runs of one specific symbol are present with an occasional occurrence of
other symbols interrupting these runs. Run-level coding substitutes these runs
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with one symbol which constitutes of the length of the run and the non-’often
occurring’ symbol terminating the run, called level. The actual compression
is achieved by performing clever coding of the obtained symbols (see Variable
Length Coding in Section 2.2.6). In the following paragraphs, run-level coding is placed in the domain of picture coding and video coding by discussing
issues related to run-level coding in this domain.
In a picture coding process depicted in Figure 2.2, it is very common to use
8×8-blocks in the transform coding stage and the subsequent quantization
stage. These 8×8-blocks of quantized transform coefficients serve as input for
the run-level stage. However, run-level coding is performed on sequences and
not on blocks. Therefore, the 8×8-blocks entering the run-level coding stage
must be sequentialized and this is performed using zig-zag scanning8 . Zig-zag
scanning maximizes the length of the run of zeroes in the final sequence by taking into account the following: (1) high frequency transform coefficients are
usually small, and (2) these transform coefficients are quantized by relatively
large quantization factors. The zig-zag scanning sequence of an 8×8-block is
depicted in Figure 2.6 which results in the sequence depicted in Figure 2.7.
1

64

Figure 2.6: Zig-zag scanning of the transform coefficients.
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60
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Figure 2.7: The resulting sequence after zig-zag scanning.
In the sequential representation, sequences of zeroes can be identified. Runlevel coding codes these sequences using run-level pairs. The run represents
8

In multimedia standards, zig-zag scanning is only one of many possible scanning methods.
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the number of zeroes present in the sequence of zeroes. The level represents
the non-zero value after the sequence of zeroes. This is an efficient way of
representing the zeroes, because no separate representation for the zeroes is
needed. After determining these run-level pairs, they are encoded using variable length coding. In the case that the sequence terminates with a sequence
of zeroes, a special symbol called end-of-block (EOB) is generated.

2.2.6

Variable Length Coding

Coding of symbol sequences9 can be done in two ways, namely by either assigning fixed length bit-sequences to each symbol or by assigning variable
length bit-sequences to each symbol. The first method always produces a bitstream which length can be calculated from the total number of symbols in
the sequence. This method achieves the optimal coding of symbols sequences
when all the symbols have equal chances of occurring in the symbol sequence.
However, if this is not the case, then the second method produces a shorter
bitstream by assigning shorter bit-sequences to symbols with high chances
and longer bit-sequences to symbols with small chances of occurring in the
symbol sequence. The net result of this approach will be that the total length
of the bitstream is shorter than the bitstream produced by the first method.
However, when using the variable length coding, care must be taken which
bit-sequences to use to avoid ambiguity while decoding the bitstream. This
problem is non-existing in the first method, because after each fixed number of
bits, the bit-sequence of the next symbol starts.
In the previous paragraph, the link between assigning bit-sequences to symbols and their chances of occurring in a symbol sequence is mentioned, but
not mentioned is how these chances are obtained. The most straightforward
method is to determine these chances before the actual coding of each to be
coded symbol sequence, but this is not common practice, because it is impractical and too time-consuming. It also has the disadvantage that for each symbol
sequence, a complete translation table10 must be included in the bitstream, because otherwise decoding is not possible. Another method is to pre-determine
the translation tables and provide it to both the encoder and decoder via, for
example, a multimedia standard. The symbol chances used in these tables are
determined by examining an extensive and representative set of symbol sequences and counting the symbol occurrences. Using these obtained symbol
9

The symbols in a symbol sequence are taken from a set of symbols called alphabet.
The translation table contains all the symbols of the symbol alphabet or only the symbols
present in the symbol sequence together with the bit-sequences assigned to each symbol.
10
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chances, Huffman coding [34] can be used to construct the translation tables,
i.e. assigning bit-sequences to symbol according to their chances of occurrence. The final method is to adaptively update the symbol chances while
encoding the symbol sequence and using these chances to determine how to
assign bit-sequence to the symbols on-the-fly. However, this method requires
that at least the update mechanism are the same for both the encoder and the
decoder in order to guarantee a correct decoding of the bitstream.

2.2.7

Predictive Coding

Predictive coding is a simple, but effective method in achieving compression
when neighboring pels in an image exhibit redundancies. The reason that
predictive coding is not widely utilized as such in image compression is because transform coding exploiting the same redundancies can achieve higher
compression. This is especially due to the fact that transform coding enables
quantization to be used without much (subjective) image quality degradation.
However, in simple coding schemes that want to avoid the computational complexity of transform coding, predictive coding is a good alternative.
Before discussing predictive coding, we discuss an example illustrating predictive coding. Consider the value range [0...255] which can be represented using
8 bits and assume that we want to code the following sequence of values:
134, 145, 138, 130, 140.
The coding of this sequence requires 5 × 8 = 40 bits. However, if we use the
previous value as the prediction of the current value and then only code the
difference, the number of bits needed to code this sequence is reduced:
134, +11, -7, -8, +10.
In this case, the first value must still be coded using 8 bits, but now 6 bits
(including 1 bit for the sign) are sufficient for the subsequent differences. The
coding of this sequence now requires only 32 bits which is a reduction of 20%.
In general, we can state that predictive coding reaches compression if the inequality of Equation (2.8) holds with n representing the number of bits needed
to code the original value and m representing the number of bits needed to
code the difference.
m<n

(2.8)

50

C HAPTER 2. M ULTIMEDIA P ROCESSING

Predictive coding in image coding exploits the fact that pels within a region of
an image are highly correlated, meaning that redundancies exist within that region. The correlation can be observed as follows: the pels in such a region usually have similar colors which means that the values representing these colors
do not differ much. Because the described correlation is within a single image
and, therefore, it is called spatial correlation. However, correlation between
subsequent video frames in a video sequence also exist (unless scene changes
or rapid movements occur) which is called temporal correlation. This section
describes in brief how these two correlations are being exploited to achieve
compression. Thus, predictive coding only achieves compression when correlation (within a region) in images or between video frames exists. If this is not
the case, it is possible that more bits are needed, because m > n.
Predictive coding exploits pel correlation by only coding the differences between predicted pel values and actual pel values. If we consider a left-to-right
and a top-to-bottom scanning of an image, we can introduce the notion of current pel and previous pels. Using the values of previous pel(s) according to a
certain prediction algorithm, a value prediction can be made about the value
of the current pel. If there is a high correlation, then the predicted value will
be a good one and will only differ slightly from the current pel value. By subtracting the predicted value from the current pel value, a difference value can
be calculated. By only storing the difference value – which requires fewer bits
than coding the actual value – compression is reached.
The effectiveness in finding a good prediction depends on several factors,
namely the number of previous pels, the prediction algorithm, and most importantly the actual correlation that exists between the current pel and the previous
pel(s). The easiest method is to use only the pel directly before the current pel
as a prediction. This method does not require any computations, but usually
the prediction is bad when compared to algorithms which consider more pels
in the (spatial) neighborhood of the current pel.
In video sequences, time is added as an additional dimension and correlation
between subsequent frames is exploited to obtain compression, hence the name
temporal correlation. This can be observed as follows: subsequent frames in
video sequence do not differ much given that no scene changes occur and no
(rapid) movements are present in the (video) scene. Using the terminology
introduced in the previous paragraphs, the correlation can be exploited by using previous pels – now, not only from the current frame, but also from other
previous frames – to predict the current pel.
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Block-Based Motion Estimation

A characteristic of video sequences is that subsequent frames do not differ
much unless scene changes occur. This characteristic can be exploited using
the predictive coding method discussed in Section 2.2.7. Predictive coding can
be used to predict pels in the current frame using pels in (locally) the same
region from another frame (either in the past or the future). However, the
prediction is limited to a (small) local region and, therefore, the compression
performance of predictive coding is diminished by (fast) motion in the video
scenes – which can easily cover an entire frame.
Predictive coding can still be used if the motion in a video scene can be estimated. This enables predictive coding to predict pels in the current frame using
pels in the reference frame which are now more correlated due to motion estimation. The motion estimation can be performed for each pel independently
(pel-based motion estimation) or for a block11 of pels (block-based motion estimation). In pel-based motion estimation, the pel in the reference frame is
directly used as the prediction for the pel in the current frame. In block-based
motion estimation, a whole block of pels in the current frame is predicted using a block of pels from the reference frame12 . Each pel in the current block is
predicted by the pel in the reference block at the same location. In the remainder of this section only block-based motion estimation is discussed and when
mentioning motion estimation, we mean block-based motion estimation.
In the block-based motion estimation, for each block in the current frame a
search is performed in the reference frame to find the best match. If the best
match is found, the positional difference between the two blocks, i.e. the motion vector13 , and the difference between pels inside both blocks are stored.
If the current frame is in the future of the reference frame, then this method
is called forward motion estimation. If the current frame is in the past of the
reference frame, then this method is called backward motion estimation. A
combination is also possible, whereby two reference frames are used, i.e. one
in the past and one in the future, and both results of the search are averaged to
obtain the prediction for the current block.
11

We must note in the JPEG and MPEG standards, 16 × 16 luminance blocks are utilized.
To avoid (hard-to-read) long sentences we substitute ’the block of pels in the current frame’
with the current block. We also substitute ’the block of pels in the reference frame’ with the
reference block.
13
A motion vector is defined to be the displacement vector which starts at the position of the
top-left pel of the current block in the current frame and ends at the position of the top-left pel
of the reference block in the reference frame.
12
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The block-based motion estimation only works well if the motion in the scene
can be captured correctly and performing a search in the whole reference frame
will guarantee that even fast movements are captured. However, it is computationally very intensive to search the whole reference frame for each block
in the current frame. This is the reason why the search is only performed in
a limited search area and thus not capturing fast movements. An additional
reason for using a limited search area is because fast movements are not as
common as small movements which are most likely to be captured within such
limited search space. Determining the size of the search area is not easy. If
the search area is too small then many compression opportunities are lost, and
if the search area is too large lots of unnecessary calculations are performed.
After determining the size of the search area, this area must be searched or
traversed to find the best match. Many search area traversing methods have
been proposed in literature including [55][43][50][46].
In the previous paragraphs, we have briefly highlighted the importance of the
search area size and how to traverse the search area in order to find the ‘best’
match. We have yet to determine a metric that can be used to correctly determine the ’best’ match. Clearly, the best metric is to determine the number of
bits after coding, i.e., for each considered motion vector determine the number
of bits after coding and then choose the motion vector producing the lowest
number of bits after coding. This metric will guarantee that the best match
will always produce the lowest number of coded bits, but the implementation
is cumbersome and compute-intensive, because the whole encoding trajectory
must be traversed every time a motion vector is considered. Therefore, two
other metrics are more widely used, because they exhibit a linear relationship with the number of coded bits. The two metrics are mean-absolute-error
(MAE) and mean-square-error (MSE) and they are given by the following two
equations:
N N
1 XX
|Aij − Bij |
N2

(2.9)

N N
1 XX
M SE = 2
(Aij − Bij )2
N

(2.10)

M AE =

i=1 j=1

i=1 j=1

In these equations, Aij represents the pels of the N×N block of pels in the
current frame. The pels in the N×N reference block are given by Bij .
In the previous paragraphs, we suggested that after finding the ‘best’ match,
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the differences should be encoded using predictive coding. While this is a possibility, most multimedia standards employ transform coding to encode the differences. And again, the transform coding step is usually followed by a quantization stage due to the same reasons as mentioned in Section 2.2.4. However,
the quantization is less coarse compared to the usual transform coding of pels.
This is because the search algorithms do not always guarantee a ‘best’ match
and therefore the resulting block of differences might be less correlated.

2.3

Conclusion

In this chapter, we have argued the need for compression as the digital representation of multimedia formats (e.g., text, graphics, video, and audio) is
huge and impractical to work with. We have highlighted the relationships between multimedia applications, multimedia standards, and multimedia implementations. Multimedia applications utilize one or more multimedia formats
to transport information. Multimedia standards combine the requirements of
multimedia applications and indicate the possible utilization of certain compression techniques for the multimedia formats. Multimedia implementations
operate on the multimedia formats and perform the needed compression techniques suggested by the multimedia standards. Moreover, they have to meet
certain requirements defined in the multimedia standards while doing so.
The discussed compression techniques are associated with picture and video
coding. Since pictures and video frames contain the same information, the
same compression techniques are utilized for the coding of both. Additionally, the coding of video allows the exploitation of similarities found between
video frames. Summarizing, all compression techniques attempt to identify
redundancies within pictures and video sequences and to exploit these redundancies in order to achieve compression. In the case that these redundancies
can be recalculated during decompression, they are called lossless compression techniques. However, many compression techniques exploit subjective
redundancies, e.g., what the human eye cannot perceive. This results in visually identical pictures or video sequences when decompressed and compared
to the original, but the decompressed version is different from the original at
the bit level.

Chapter 3
Microcode Reintroduced

T

he introduction of microcode in the field of computer engineering has
been a major push towards instruction set architectures and thereby
introduced the notion of compatibility between current and future
processor implementations. It allowed instructions that could be implemented
directly in hardware to be included in an architecture through emulation, i.e.,
substituting the instruction in question by a sequence of micro-operations.
Such instructions could then be implemented in a later stage directly in
hardware when allowed by technology. Summarizing, microcode allowed
computer architects to define a processor’s architecture without concerns
about the implementation and realization stages in a processor design.
While a vast majority of instructions in current architectures are hardwired,
microcode is still being employed in those cases when it is not economical
(chip area-wise) to implement an instruction directly into hardware, like I/O
operations.
In this chapter, we familiarize the reader with microcode by re-introducing
microcode concepts and introducing 4 design principles. Furthermore, we
show the relationship between CISC, RISC, and VLIW architectures and
horizontal and vertical microcode. In addition, we show that microcode
utilization is declining due to advances in technology and caches. Finally,
we argue that the augmentation of reconfigurable hardware to programmable
processors is re-introducing two new non-implementable operations, i.e.,
the reconfiguration of the reconfigurable hardware and the execution on the
reconfigurable hardware. Therefore, we propose to utilize microcode in our
proposed hybrid embedded processor which is formally introduced in the next
chapter.
55
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3.1

Introduction

Microcode was introduced in 1951 by Wilkes [98] and constitutes one of the
key computer engineering innovations. Microcode allowed the emulation of
“complex” instructions by means of “simple” hardware (operations) and thus
provided a prime force to the development of computer systems as we know
them today. Microcode de facto partitioned computer engineering into two
distinct conceptual layers, namely: architecture1 and implementation. This
is in part because emulation allowed the definition of complex instructions
which might have been technologically non-implementable (at the time they
were defined) and thus projecting an architecture to the future. That is, it allowed computer architects to determine a technology independent functional
behavior (e.g., instruction set) and conceptual structures providing the following possibilities:
• Define the computer architecture as a programmer’s interface to the
hardware rather than to a specific technology dependent realization of
a specific behavior.
• Allow a single architecture to be determined for a “family” of implementations giving rise to the important concept of compatibility. Simply
stated, it allowed programs to be written for a specific architecture once
and run “ad infinitum” independent of the implementations. When technology allows a direct hardware implementation of a previously nonimplementable instruction, its microcode can simply be discarded.
Since its beginnings, as introduced by Wilkes, microcode is a collection of
micro-operations that can be arranged into any sequence, also called a microprogram. Therefore, microcode comprises pulses for operating the gates
associated with the arithmetical and control registers. Figure 3.1 depicts the
method of generating this sequence of pulses. First, a timing pulse initiating a
micro-operation enters the decoding tree and depending on the setup register
R, an output is generated. This output signal passes to matrix A which in turn
generates pulses to control arithmetical and control registers and thus performs
the required micro-operation. The output signal also passes to matrix B which
in its turn generates pulses to control the setup register R (with a certain delay). The selection of a line in matrix B can possibly depend on results from
1
We re-iterate that architecture denotes the attribute of a system as seen by the programmer,
i.e., the conceptual structure and functional behavior of the processor, and it is distinct from the
organization of the dataflow and physical implementation of the processor [62].
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Figure 3.1: Wilkes’ microcode control model [98].
the arithmetical units. Due to the changed register R, the next timing pulse will
therefore generate the next micro-operation in the required sequence.
system
IBM ES/4381
IBM ES/9370
total

# of assembler
languages
3
6
9

# of higher
languages
1
2
3

modules

DLOC

LOC

1,505
3,130
4,635

791,696
1,512,750
2,304,446

480,692
796,136
1,276,828

Table 3.1: Some facts from two IBM Enterprise Servers [84][62].

Microcode has become a major component requiring a large development effort from mainframes to PC processors. To understand the magnitude and the
importance that microcode has played, consider some key facts of real machine
microcode depicted in Table 3.1. The development of microcode can be perceived as software development employing assembler languages (second column) and higher-level programming languages (third column). In this table, it
can be observed that several languages have been developed/used (3, 6 assembler languages and 1, 2 higher level languages for the 4381, 9370 machines,
respectively) with a substantial amount of code developed for the implementations. This is indicated by the number of software modules used, the number
of lines of actual code (LOC), and the number of lines of actual code together
with comments called deliverable lines of code (DLOC).
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The evolution of microcode clearly has changed microcode to such an extend
that its current structure differs from its initial structure. Its current structure and modifications to the original structure will be described in the section
to follow. Consequently, we provide a relationship with architectures of current interest and briefly discuss some technological advances that somehow
diminished the microcode appeal and other technological advances that may
reintroduce its usefulness.

3.2

“Modern” Microcode Concepts

In the previous section, microcode was introduced as a collection of microoperations that can be arranged into any sequence. In the remainder of this
dissertation, we refer to microcode as a sequence of microinstructions that in
their turn specify which micro-operation(s) to perform. In this section, we discuss the concepts associated with the microcode structure and some organizational techniques employed in microcode. A high-level microcoded computer
is depicted in Figure 3.2.
MAIN
MEMORY

M
A
R

MDR

(α)
STATUS

SEQUENCER

CSAR

CONTROL
STORE

HARDWIRED UNITS &
M
I
R

CONTROL LOGIC

Figure 3.2: High level microcoded engine (from [82]).
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In Figure 3.2, we can observe that in microcoded engines not all instructions
have or will be accessing the microcode logic (from the sequencer onwards).
As a matter of fact, only emulated instructions have to go through the microcode logic, all other implemented instructions are executed directly by the
hardware units (following path α). In fact, a microcoded engine is a hybrid
between an implementation containing microcode logic supporting emulated
instructions and hardwired hardware supporting non-emulated instructions2 .
In Figure 3.2, the control store contains the microinstructions (that represent
one or more micro-operations) and corresponds to the matrix A in Wilkes’
model. The sequencer determines the next microinstruction to execute and
corresponds to matrix B and the setup register R in Wilkes’ model. The machine’s operation is as follows:
1. The control store address register (CSAR) contains the address of the
next microinstruction located in the control store. The microinstruction
located at this address is then forwarded to the microinstruction register
(MIR).
2. The microinstruction register (MIR) decodes the microinstruction and
generates smaller micro-operation(s) accordingly that need to be performed by the hardware unit(s) and/or control logic. When a main memory access (load or store) is required, the memory address is placed in
the memory address register (MAR). Subsequently, the data to be loaded
or stored is placed in the memory data register (MDR).
3. The sequencer utilizes status information from the control logic and/or
results from the hardware unit(s) to determine the next microinstruction
and stores its control store address in the CSAR. It is also possible that
the previous microinstruction or results from the hardwired units influence the sequencer’s decision which microinstruction to select next.
As mentioned before, the MIR generates the micro-operation(s) specified by
the microinstruction. A vertical microinstruction translates into a single microoperation that controls a single hardwired resources. A horizontal microinstruction produces several micro-operations that control a multitude of hardwired resources in parallel. Finally, we have to note that the control store
could be organized to provide permanent (fixed) storage to frequently used microcode and temporary (pageable) storage for less frequently used microcode.
2

That is, contrary to some beliefs, from the moment it was possible to implement instructions, microcode engines always had a hardwired core that executed RISC-like instructions.
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Why does an extremely successful mechanism appear to be in decline and
what is happening to the advantages of microcoded machines? In order to examine this question, we explore an example for simplicity of the discussion.
We consider the requirements imposed by moving one or more characters (represented by bytes) from one memory location to another. As the generic case
is too complex3 and it will not serve any purpose to our discussion, we further
assume that at most 256 bytes are to be moved and that the source and destination addresses are always aligned at word boundaries. This example is by
no means casual as it relates to the celebrated “family” of instructions ’move
character’ including the controversial “CISC” operation: move character long4
(see the IBM 360 family).
Scenario 1:
A

B

Scenario 2:
A

B

Scenario 3:
B

A

Figure 3.3: Three scenarios of moving characters.
Figure 3.3 depicts three potential scenarios. In the first scenario, there is no
overlap between the string to be moved and the “moved” string. In this scenario, moving characters does not pose any problem. This is different in the
second scenario as by straightforward moving the first, then second, etc. characters, will overwrite the to be moved string. The solution to this problem is
solved by starting the move from the end of the strings. The third scenario also
has an overlap, but since the starting point B is in front of A, it is not posing
any problems when moving the characters (in a straightforward manner).
We note that this is an application requirement and what the programmer intended to do has no relation to any architectural paradigm. We indicate also
that the intention of the move instruction is to actually perform a “true” move.
That is, the programmer does not intend to replicate bytes using move instructions and overlap. There are several approaches of performing such an operation with various involvement from the software and hardware.
CASE 1: The first approach is to introduce a complex instruction and assume
that the hardware “somehow” will execute the instruction. The instruction has
3
The generic case requires many more test and boundary conditions that will only increase
the code sizes of the examples later on.
4
An instruction that will move a large amount of bytes with potential overlaps.
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label
start:

no overlap:

last bytes:

instruction
lw r8, A
lw r9, B
lw r10, d
beq r8, r9, stop
sub r11, r9, r8
bltz r11, no overlap
sub r12, r11, r10
bltz r12, overlap
sub r11, r10, 4
bltz r11, last bytes
lw r12, 0(r8)
sw r12, 0(r9)
add r8, r8, 4
add r9, r9, 4
sub r10, r10, 4
jmp no overlap
beq r10, r0, stop
lb r12, 0(r8)
sb 0(r9), r12
add r8, r8, 1
add r9, r9, 1

label

overlap:
word aligned?:

yes aligned:
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instruction
sub r10, r0, 1
jmp last bytes
add r14, r8, r10
add r15, r9, r10
sll r13, r10, 30
beq r13, r0, yes aligned
sub r14, r14, 1
sub r15, r15, 1
lb r12, 0(r14)
sb 0(r15), r12
sub r10, r10, 1
beq r10, r0, stop
jmp word aligned?
sub r14, r14, 4
sub r15, r15, 4
lw r12, 0(r14)
sw r12, 0(r15)
sub r10, r10, 4
beq r10, r0, stop
jmp yes aligned

stop:

Figure 3.4: A sample program for CASE 2.
the format: ‘MOVE R1, R2, d’, where R1 is the source address, R2 is the
destination address, and d is the number of bytes to be moved.
CASE 2: The second approach is to assume simple instructions and to produce
a program such as depicted in Figure 3.4. In this example, the MIPS instruction
set [33] is used and only serves illustrative purposes.
CASE 3: The third approach is to decide on an architecture such as [88, 77, 16]
that allows multiple instructions to be combined and executed explicitly in
parallel. The move characters program given in case 2 could then be rewritten as in Figure 3.5. The program assumes five instruction slots, namely: 1
load/store, 2 integer, 1 floating-point, and 1 branch. Furthermore, we assume
that the arithmetic units produce their results in one cycle.
CASE 4: The fourth approach is to determine whether the performance can
be improved by speeding up frequently used code in case 2’s program. If it
is found (using simulations) that in most of the cases (say 80%) a programmer is moving 8 bytes without overlap then the move character program can
be rewritten as in Figure 3.6. Here, we added another test case in order to
determine whether 8 are to be moved.
CASE 5: The fifth approach improves the performance of case 4’s program
through explicit parallel execution of instructions. With the same assumptions
of the architecture in case 3, the program can be rewritten as in Figure 3.7.
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label
start:

l/s slot
lw r8, A
lw r9, B
lw r10, d

no overlap:

last bytes:

lw r12, 0(r8)
sw r12, 0(r9)
lb r12, 0(r8)
sb 0(r9), r12

overlap:
word aligned?:

integer slot 1

integer slot 2

sub r11, r9, r8
sub r11, r10, 4
add r14, r8, r10

sub r12, r11, r10
add r15, r9, r10

add r8, r8, 4
sub r10, r10, 4

add r9, r9, 4
sub r11, r10, 8

add r8, r8, 1
sub r10, r10, 1
sll r13, r10, 30

add r9, r9, 1

sub r14, r14, 1
sub r10, r10, 1

sub r15, r15, 1

fp slot

branch slot

beq r8, r9, stop
bltz r11, no overlap
bltz r12, overlap
bltz r11, last bytes
jmp no overlap
beq r10, r0, stop
jmp last bytes
beq r13, r0, yes aligned

lb r12, 0(r14)
sb 0(r15), r12
yes aligned:
lw r12, 0(r14)
sw r12, 0(r15)

sll r13, r10, 30
sub r14, r14, 4
sub r10, r10, 4

beq r10, r0, stop
jmp word aligned?
sub r15, r15, 4
beq r10, r0, stop
jmp yes aligned

stop:

Figure 3.5: A sample program for CASE 3 (empty slot = NOP).
label
start:

no overlap:
no overlap2:

last bytes:

instruction
lw r8, A
lw r9, B
lw r10, d
beq r8, r9, stop
sub r11, r9, r8
bltz r11, no overlap
sub r12, r11, r10
bltz r12, overlap
sub r11, r10, 8
beq r11, r0, 8bytes
sub r11, r10, 4
bltz r11, last bytes
lw r12, 0(r8)
sw r12, 0(r9)
add r8, r8, 4
add r9, r9, 4
sub r10, r10, 4
jmp no overlap2
beq r10, r0, stop
lb r12, 0(r8)
sb 0(r9), r12
add r8, r8, 1
add r9, r9, 1
sub r10, r0, 1

label
overlap:
word aligned?:

yes aligned:

8bytes:

instruction
jmp last bytes
add r14, r8, r10
add r15, r9, r10
sll r13, r10, 30
beq r13, r0, yes aligned
sub r14, r14, 1
sub r15, r15, 1
lb r12, 0(r14)
sb 0(r15), r12
sub r10, r10, 1
beq r10, r0, stop
jmp word aligned?
sub r14, r14, 4
sub r15, r15, 4
lw r12, 0(r14)
sw r12, 0(r15)
sub r10, r10, 4
beq r10, r0, stop
jmp yes aligned
lw r12, 0(r8)
sw r12, 0(r9)
lw r12, 4(r8)
sw r12, 4(r9)

stop:

Figure 3.6: A sample program for CASE 4.
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label
start:

l/s slot
lw r8, A
lw r9, B
lw r10, d

no overlap:
no overlap2:

last bytes:

lw r12, 0(r8)
lw r12, 0(r8)
sw r12, 0(r9)
lb r12, 0(r8)
sb 0(r9), r12

overlap:
word aligned?:

integer slot 2

sub r11, r9, r8
sub r11, r10, 4
add r14, r8, r10
sub r16, r10, 8

sub r12, r11, r10
add r15, r9, r10

fp slot

branch slot

beq r8, r9, stop
bltz r11, no overlap
bltz r12, overlap
beq r16, r0, 8bytes
bltz r11, last bytes

add r8, r8, 4
sub r10, r10, 4

add r9, r9, 4
sub r11, r10, 8

add r8, r8, 1
sub r10, r10, 1
sll r13, r10, 30

add r9, r9, 1

sub r14, r14, 1
sub r10, r10, 1

sub r15, r15, 1

jmp no overlap2
beq r10, r0, stop
jmp last bytes
beq r13, r0, yes aligned

lb r12, 0(r14)
sb 0(r15), r12
yes aligned:
lw r12, 0(r14)
sw r12, 0(r15)
8bytes:

integer slot 1
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sll r13, r10, 30
sub r14, r14, 4
sub r10, r10, 4

beq r10, r0, stop
jmp word aligned?
sub r15, r15, 4
beq r10, r0, stop
jmp yes aligned

sw r12, 0(r9)
lw r12, 4(r8)
sw r12, r(r9)

stop:

Figure 3.7: A sample program for CASE 5 (empty slot = NOP).
The differences among all five given cases are the hardware involvement, the
software involvement, their complexity, performance, and cost (in terms of
area). The trained eye will recognize that case 1 is what has been established
to be called CISC architecture. Cases 2 and 4 can be recognized as being a
RISC architecture with “programming” tricks to improve performance in case
4. Similarly, cases 3 and 5 can be recognized as a VLIW architecture with
the same performance improvement considerations in case 5. What may not
be obvious immediately is that cases 2, 3, 4, and 5 are microcoded sequences
for the “complex” instruction described in case 1. In order to comprehend the
previous statement, we need to discuss how a microcoded machine is actually
designed. The design principles of such a machine are as follows:
• Principle 1: Designers design (and always have designed) hardware that
is simple5 .
5

Simple here means implementable by current technologies and meeting constraints, e.g.,
cycle time, cost, area, etc..
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• Principle 2: If an instruction cannot be implemented or it is not frequently used then such an instruction is emulated, thus microcoded6 .
• Principle 3: Certain non-implementable instructions (or instances of)
that are frequently used have their microcode (emulation code that is)
permanently cached in the control store to improve performance. All
other microcode corresponding to non-frequently used instructions (or
instances of) are cached on demand with appropriate replacement policies.
• Principle 4: If there are multiple facilities implemented then microcode
can be written to either: (1) control a single facility (vertical microcode)
or (2) control multiple facilities (horizontal microcode).

Going back to our examples. If it is assumed that all instructions in case 2 can
be implemented (principle 1) then the program in case 2 emulates case 1 and
can be stored in the control store thus it is its microcode (principle 2). It can
be stored permanently (or not depending on simulation evaluations) (principle
3) and because it is assumed that only one instruction is executed at the time,
we have a vertical microcode (principle 4). Same considerations can be done
for case 3 with the addition that this case is a horizontal microcoded machine
as multiple facilities are controlled in a single cycle. Cases 4 and 5 are just
different ways of performing the same emulation. In essence, they do move
characters but are geared towards improving the performance of the most frequent cases and thus possibly splitting the microcode into permanently and
not permanently stored for the same emulation in order to compact the control
store memory. To put things in perspective: by eliminating instructions that
require emulation and by exposing vertical microcode to the programmer is
having a RISC architecture. When the exposure regards horizontal microcode,
it is having a VLIW architecture.
We are ready to consider the developments leading to the elimination of instructions requiring emulation (at least from the processor point of view). First
of all, technology improvements allow more complex instructions to be implemented in hardware. Examples are multiply, divide, square root. All these
operations were microcoded in one time period or another. Consequently, any
instruction that can be implemented in hardware does not need emulation thus
no need for microcode. The implication here is that improvements in technology have diminished to a certain extent the microcode effectiveness. Fur6
In the general case that the emulation is not exposed to the programmer, it is called microcode. On the other hand, when the microcode has already been made visible to the programmer, it is equivalent to software emulation.
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thermore, instructions that were complex, that had side effects, or that were
difficult to comprehend were not frequently used by the programmers making
their elimination from the architecture desirable and thus further diminishing
the microcode appeal.
The second strike against microcode effectiveness for general-purpose computers was the event of caching. Caches have been added to the processor to
improve performance of memory accesses. To put it blindly, the bottom line
is: a sequence of instructions accomplishing a complex task (captured by a
“CISC” instruction as in case 1) that resides frequently (almost permanently)
in caches that is requiring few access cycles need not to reside in the control
store. Therefore, the CISC instruction need no emulation by a microcoded
machine and can be emulated instead by a sequence of simple instructions
(i.e., software emulation). Is the microcode a thing of the past? At a first
glance, it will appear that microcode is on its way out. Maybe so, however
there are some circumstances that may indicate otherwise including the following. First, while technology allows increasingly more instructions to be
implementable there are several instructions (e.g., start I/O instructions) that
are not eminently possible to be in a hardwired mode. I/O instructions, for
example, have been implemented (and still are) using even multiple levels of
emulation (that is using multiple levels of microcode, frequently called picocode). As far as we can see, microcode for such machines that require I/O
processors (processing) are mostly to stay or change the microcode name but
not substance. The second reason relates to the rise of the custom computing machines. Such machines perform complex computational tasks and can
change the hardware’s functionality via reconfiguration. Given that reconfiguration is a complex function executed by a “long” program, special caching
will be required to reduce the reconfiguration latency reintroducing to a large
degree a modification to the microcode concept. Since reconfigurations are
complex behaviors, it is not possible to cover all of them with one hardware
implementation, therefore, emulation is needed (and thus microcode) (principle 2). One could argue that software emulation in this case could achieve
the same goals as microcode, but there are several advantages of utilizing microcode over software emulation. First, the utilization of microcode allows a
decoupled parallel execution of the reconfiguration and execution processes on
the reconfigurable hardware next to the execution of other instructions on the
programmable processor core. More specifically, the reconfiguration and execution processes do not utilize other processor resources (e.g., instruction fetch
and decoder, etc.) which could adversely affect the execution of other instructions in terms of performance. Second, utilizing microcode reduces the overall
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application code size by utilizing only a small number of instructions that call
the microcode as opposed to the software emulation’s case which has to utilize a multitude of instructions. Additionally, when comparing the microcode
with the software emulation code we can safely state that the microcode is also
smaller in size. This is due to the fact that the microinstruction’s width and
encoding can be tuned towards the implementation configured on the reconfigurable hardware. In the software emulation case, fixed width instructions have
to be utilized. Third, due to the utilization of microcode, we can exclude what
can possibly be technology-dependent instructions from the architecture and
thus making the architecture more future-proof. That is, by providing only a
small set of instructions that initiate microcode (and thus the reconfiguration
and execution processes), it is the microarchitecture which adapts to technological changes. Finally, in the software emulation case, instructions controlling
the reconfiguration and execution processes on the reconfigurable hardware
are cached into the regular caches as any other regular instruction. Due to the
amount and possibly non-frequent utilization of such instructions, the resulting
cache trashing is detrimental to the caching performance and ultimately to the
execution of other regular instructions. Therefore, the utilization of microcode
decouples this storage by providing a dedicated fixed and pageable storage for
(now) microcode that control the reconfiguration and execution processes on
the reconfigurable hardware.
Caching as we know it today may not be capable of handling large and frequent reconfigurations until reused. The implication being here the reintroduction of special storage and techniques to hold reconfigurations resembling
control store, possibly with modifications, to accommodate special reconfiguration needs. This could be achieved by pointing emulation code (microcode)
that either resides on-chip (frequently used) or in main memory and loaded
in “control store”-like caches when needed (less frequently used) (principle
3). Due to the reconfigurable nature of the hardware, we can configure it to
contain many sub-units (facilities) to optimally perform the function(s) by exploiting parallelism. In this case, depending on the available parallelism we
can use either vertical or horizontal microcode (principle 4).

3.3

Conclusion

In this chapter, we have revisited the concepts of microcode from its beginnings to current microcoded machines. In this discussion, we have reestablish-ed the relation between CISC, RISC, and VLIW and vertical and
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horizontal microcode. Subsequently, we introduced four design principles
governing the design of microcoded machines.
We determined two trends that have been diminishing the utilization of microcode in general. First, technological advances allowed previously emulated
instructions (associated with non-implementable complex operations) to be directly implemented in hardware. Second, improved caching reduced the need
for on-chip storage of microinstructions, because it allowed fast accesses to
simple instructions (performing the same operation as the complex one) stored
in the cache. Finally, we argued that the advent of reconfigurable hardware
re-introduces the four design principles and consequently brings to light once
more microcoding as a viable design technique.

Chapter 4
ρµ-Coded Embedded Processors

W

e argued in Chapter 1 that embedded processor design is heading
towards the integration of programmability and reconfigurability.
Programmability is provided by the inclusion of a programmable
processor core that is intended to perform non-time-critical functions and that
can be reused in successive embedded processor designs. Reconfigurability
is provided by the inclusion of a reconfigurable hardware structure that is
able to be configured as specialized hardware units intended to perform the
time-critical functions. This integration will allow the embedded processor
to achieve both flexibility and adequate high-performance computing. The
utilization of any reconfigurable hardware structure, e.g., field-programmable
gate arrays (FPGAs), is bound to be less efficient performance-wise when
compared to application-specific integrated circuits (ASICs). Still, the performance will be much higher than the programmable processor core alone since
the intrinsic parallelism found in many applications can be exploited. Also
mentioned in Chapter 1 are several issues (long reconfiguration times, limited
opcode space, complex decoder hardware) that must be addressed in order to
successfully build a truly extendable/flexible embedded processor.
In this chapter, we introduce an embedded processor architecture extension that is able to overcome (up to certain degree) the mentioned issues
in the traditional approach of augmented reconfigurable hardware with a
programmable processor core. The main enabling technology is to reintroduce
microcode to emulate both the execution and reconfiguration processes of the
reconfigurable hardware. We have termed the resulting embedded processor
as the reconfigurable microcoded (ρµ-coded) embedded processor.

69

70

4.1

C HAPTER 4. ρµ-C ODED E MBEDDED P ROCESSORS

Rationale and General Approach

Initially, embedded processors have been designed in a mostly ad-hoc manner
that relied heavily on the past experiences and intuition of its designers. In
this section, we propose a more generic methodology that extends the currently accepted hardware/software co-design methodology [25][103][5][11]
that mainly concerns the design of hardwired application-specific integrated
circuits (ASICs). The extension entails the re-introduction of microcode concepts in order to target reconfigurable hardware. In our methodology, we propose to first design the software (in a high-level programming language), i.e.,
write the application code intended to be executed solely on the programmable
processor core. Using this as a starting point, we continue by identifying ‘bottleneck’ functions that when are sped up will most likely result in an overall
performance increase of the whole application. Such functions are subject to
be implemented in the reconfigurable hardware. The approach is depicted in
Figure 4.1.

Figure 4.1: General approach.
Figure 4.1 depicts how the initial application code is transformed in four stages
into an application code that corresponds to our architectural paradigm and exhibits the same functional behavior. The four abstract stages of transformation
are discussed by the following:
Stage 1: The initial stage entails the development of the application code. Due
to the utilization of programmable processor core, the code development can
be performed by writing in high-level programming languages, e.g., ANSI C or
Java. Subsequently, an appropriate compiler can be used to translate the high-
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level application code into the required assembly code. An advantage of utilizing high-level programming languages is that it can allow the identification
of high-level functions suitable for implementation in specialized hardware in
order to speed up the application. Furthermore, the identification process can
be performed by architectural analysis into the performance potential before
any actual hardware design.
Stage 2: The second stage entails the actual design of the identified functions
(in stage 1) in reconfigurable hardware. A high-level hardware description language can be used, e.g., VHDL. Synthesizing the VHDL code will produce a
reconfiguration file that can be used to configure the reconfigurable hardware
structure. As described in Section 4.2.5, the reconfiguration file can be easily
translated into a basic form of reconfiguration microcode as we intend to use it.
During hardware design, the control signals required to control the hardware
implementation are also determined. The sequence of these control signals can
be perceived as microcode, namely execution microcode. Therefore, in executing either the reconfiguration microcode or execution microcode, the reconfiguration process or the execution process, respectively, of the reconfigurable
hardware can be controlled. The common term utilized to refer to both types
of microcode is reconfigurable microcode. Since we envision a consecutive
storage of reconfigurable microcode, they must be terminated by an end op
microinstruction in order to distinguish the microcode boundaries.
Stage 3: The third stage entails the initialization of the microcode which
is the pre-loading of the needed microcode in either main memory or some
kind of on-chip storage. Main memory storage has the main advantage that
it is quite large resulting in a possible storage of a multitude of reconfiguration and execution microcode. However, this approach will obviously result
in long microcode load latencies. On-chip storage will likely diminish loading latencies, but the storage space is limited. However, this can be partially
overcome by utilizing a two-type storage approach. The fixed-type storage
stores those (partial) microcodes that are known beforehand to be accessed often. The pageable-type storage stores those (partial) microcodes that will not
be accessed often and allows such microcodes to be swapped out when other
microcode is needed. Therefore, a balance can be achieved between available
storage and microcode load latencies.
Stage 4: The final stage entails modifying the initial application code enabling
it to utilize the implemented functions. As depicted in Figure 4.1, the function
f () in stage 1 is replaced by a construct between the input interface and the
output interface (inclusive) in stage 4. We describe each part in the following.
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First, a set instruction must be provided that initializes the reconfiguration
process. Then, an execute instruction must be provided that initializes the
actual execution process. We must note that since we envision separate set
and execute instructions, the set instruction can be scheduled much earlier in
order to better hide reconfiguration latencies (possibly even before the input
interface). We must note that the set and execute instructions do not specify a
certain implementation, they simply point to the main memory or on-chip storage location. By executing the reconfiguration or execution microcode starting
at that location until the end op microinstruction, the respective processes on
the reconfigurable hardware are controlled. Finally, an input/output interface
must be provided for the passing of arguments to the function and passing the
results from the function to the remainder of the program. In conclusion, the
execution sequence in stage 4 achieves exactly the same functionality as the
execution sequence in stage 1.

Figure 4.2: A reconfiguration and execution microcode example.
Figure 4.2 presents a more in-depth view of how microcode (either reconfiguration or execution) is being executed. Since there are two possibilities of
storing microcode, the set and execute instructions must be provided with a
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mechanism to indicate the storage location. The precise method is discussed
in the next section. Currently, it suffices to mention that both instructions contain a pointer to the location of the first microinstruction of their respective
microcodes. The first possibility (indicated by *) points to a location in the
main memory. In this example, we assume that such microcode is used often
and therefore an on-chip caching mechanism is provided. The second possibility (indicated by **) points to an on-chip storage location intended to store
the assumed to be most frequently used microcode. This example shows the
execution microcode stored in the main memory and the reconfiguration microcode stored in an on-chip location. However, we must note that this is not
mandatory. In fact, both types of microcode can be stored interchangeably in
both the main memory and the on-chip storage location.
In this section, we provided a rationale behind our approach, which is an extension to the generally accepted hardware/software co-design, by describing
the four envisioned design stages. Furthermore, we discussed an example of
how to access microcode stored in either the main memory or an on-chip storage. In the next section, the last three stages will be revisited and explained in
more detail. First, the proposed machine organization is presented followed by
a discussion on the set (2 types when adding support for partial reconfigurability) and the execute instructions. Then, we discuss how the on-chip storage
is organized. Finally, we shortly describe how reconfiguration microcode can
be obtained from the reconfiguration file.

4.2

General Description

In its most general form, the proposed machine organization, which is augmented with a reconfigurable unit, is depicted in Figure 4.3. In this organization, instructions are fetched from the main memory and are temporarily stored
in the ‘Instruction Fetch’ unit. Subsequently, these instructions are fetched by
the ‘Arbiter’ which decodes them before issuing them to their corresponding
execution units. Instructions that have been implemented in fixed hardware are
issued to the ‘Core Processing Units’, i.e., the regular functional units such as
ALUs, multipliers, and dividers. The set and execute instructions relate to the
reconfigurable unit and are issued to it accordingly. More specifically in our
case, they are issued to the reconfigurable microcode unit or ‘ρµ-code unit’.
The precise functionality of this unit is explained in Section 4.2.4. At this
moment, it is only important to recognize that it provides fixed and pageable
storage for reconfiguration and execution microcode that control the recon-
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Figure 4.3: The proposed machine organization.
figuration and execution processes on the ‘Custom Configured Unit’1 (CCU),
respectively. The loading of microcode to the ‘ρµ-code unit’ is performed via
the ‘Arbiter’ which accesses the main memory through the ‘Data Fetch/Store’
unit.
Similar to other load/store architectures, the proposed machine organization
executes on data that is stored in the register file and prohibits direct memory
data accesses by hardware units other than the load/store unit(s). However,
there is one exception to this rule, the CCU is also allowed direct memory
data access via the ‘Data Fetch/Store’ unit (represented by a dashed two-ended
arrow). This enables the CCU to perform much better when streaming data
accesses are required, e.g., in multimedia processing. Finally, we introduce
the exchange registers (XREGS) which are utilized to accommodate the mentioned input and output interface that is needed to communicate arguments and
results between the implemented function(s) and the remainder of the application code (see stage 4 in Figure 4.1). When only a small amount of data needs
to be communicated, the register file suffices. However, by architecturally
1

Such a unit could be implemented by a Field-Programmable Gate Array (FPGA).
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including the exchange registers, a more general communication framework2
can be provided in order to communicate an arbitrary number of arguments
and results.

4.2.1

Two-Phase Approach

As already depicted in Figure 4.1 in stage 4, the envisioned support of operations3 is divided into two distinct phases: set and execute. The set phase
in responsible for reconfiguring the CCU hardware while the execution phase
is responsible for the actual execution of the operation(s) on the CCU. As
mentioned before, the separation into two phases allows the set phase to be
scheduled much earlier than the execute phase and thereby hiding the reconfiguration latency.
The set and execute phases are initialized by their corresponding instructions:
set and execute, respectively. An important difference in our approach when
compared to the general approach of reconfigurable hardware augmentation
described in Section 1.2.1, is that our set and execute instructions do not relate to specific operations. In other words, we do not specify a multitude of set
and execute instruction pairs in order to support the same multitude of different operations. In our approach, the set and execute instructions directly point
to the (either memory or on-chip storage) location where the reconfiguration
or execution microcode is stored, respectively. In this way, different operations
are performed by loading and executing different reconfiguration and execution microcode, respectively. That is, instead of specifying new instructions for
each and every operation (and therefore requiring instruction opcode space),
we simply point to different storage location addresses.
Since both instructions set and execute point to microcode, one could question the need for two distinct instructions. In response, there are two main reason for the distinction. First, the microcode pointed to by either instructions
is different in the sense that they perform different operations when executed.
As a result, their characteristics (in terms of microinstruction width, size, etc.)
will most likely differ and for which more adequate handling for each type of
microcode can be performed in the ρµ-code unit. Therefore, the distinction
allows the hardware to identify the type of microcode and perform the most
appropriate action in treating them. Second, it allows the compiler to better
2

The precise organization and communication mechanisms of the exchange registers is the
subject of future research. Therefore, no further details are provided in this dissertation.
3
An operation can be as simple as an instruction or as complex as a piece of code.
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schedule the set and execute instructions in order to hide the reconfiguration
latency. Without the distinction, additional compiler directives must be inserted in the application to assist the compiler in achieving a better scheduling.

4.2.2

Partial Reconfigurability Support

In the previous section, we highlighted our general approach in supporting reconfigurable hardware by utilizing microcode. The support is general in the
sense that it is able to support both global reconfigurability and partial reconfigurability. Global reconfigurability refers to the fact that a reconfigurable
hardware structure must be reconfigured as a whole even when only a small
change is needed. On the other hand, partial reconfigurability refers to the
fact that a reconfigurable hardware structure can be reconfigured in parts. In
order to better understand the support for partial reconfigurability, we assume
that the CCU is subdivided into blocks that can be configured separately from
each other. Subsequently, we have subdivided the set phase into two subphases, namely partial set (p-set) and complete set (c-set). The p-set phase
is envisioned to cover common functions of an application or set of applications. More specifically, in the p-set phase the CCU is partially configured to
perform these common functions. While the p-set sub-phase can be possibly
performed during the loading of a program or even at chip fabrication time,
the c-set sub-phase is performed during program execution. Furthermore, the
c-set sub-phase only partially reconfigures the remaining blocks in the CCU
(not covered in the p-set sub-phase) in order to complete the functionality of
the CCU by enabling it to perform other less frequent functions. The initialization of both p-set and c-set phases is performed by the p-set and c-set
instructions4 , respectively. Similar to the general approach, the reconfiguration of the CCU, reconfiguration microcode is loaded into the ρµ-code unit
and executed to perform the actual reconfiguration. It must be noted that in
case the reconfigurable logic cannot be partially set or in case the partial setting is not convenient then the c-set can be used by itself to perform the entire
configuration.
We believe that partial reconfigurability is a promising technology, because it
allows the (re)configuration of only a small part of the reconfigurable hardware and thereby greatly reducing the reconfiguration latency. Examples of
currently existing partial reconfigurable hardware structures are the AT6000,
4

The reason for distinguishing between a p-set instruction and a c-set instruction is the
same as why there is a distinction between set and execute instructions (see last paragraph of
Section 4.2.1).
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Figure 4.4: Two approaches in creating coarse-grain reconfigurable hardware.
AT40K, and AT40KAL FPGA families [14] from Atmel Corporation which
also allow run-time partial reconfiguration. In the case, that partial reconfigurable hardware is not available, it is possible to construct a partial reconfigurable hardware structure by combining several several (smaller) global reconfigurable hardware structures into a bigger one and perceive the smaller
structures as partially configurable blocks. A possible method is depicted in
Figure 4.4. Also depicted in the figure is the possibility to partially reconfigure
the interconnections between the four blocks.

4.2.3

Instruction Format

In the previous section, we introduced three new instructions to support (including partial) reconfigurable hardware embodied in the CCU. Their instruction format is graphically represented in Figure 4.5.

p-set/c-set/execute
OPC

R/P

ρCS-α/α

opcode
resident/pageable
0/1

address

Figure 4.5: The p-set, c-set, and execute instruction formats.
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The opcode (OPC) specifies which instruction to perform. The R/P-bit specifies where the microcode is located and implicitly also specifies how to interpret the address field, i.e., as a memory address α (R/P = 1) or as an address of
the on-chip storage in the ρµ-code unit (R/P = 0) indicated by ρCS-α (reconfigurable control store address) (explained in Section 4.2.4). The address in
the address field always points to the location(= address) of the first microcode
instruction. The microcode is terminated by an end op microinstruction. All
three instructions are described in the following:
p-set, resident/pageable, location address; execute the reconfiguration microcode starting from ‘location address’ which meaning depends on resident/
pageable bit (0=on-chip,1=main memory). Continue executing the microcode
until the end op microinstruction is encountered.
execute the reconfiguration
c-set, resident/pageable, location address;
microcode starting from ‘location address’ which meaning depends on
resident/ pageable bit (0=on-chip,1=main memory). Continue executing the
microcode until the end op microinstruction is encountered.
execute, resident/pageable, location address; execute the execution microcode
starting from ‘location address’ which meaning depends on resident/pageable
bit (0=on-chip,1=main memory). Continue executing the microcode until the
end op microinstruction is encountered.
It can be observed that the description of all three instructions are similar. As
already mentioned in Section 4.2.1, there are two reasons for this approach.
First, it allows the hardware to more easily detect the different types of microcode and then perform the most appropriate action in treating them. Second, it removes the need for additional compiler directives when compiling the
application code incorporating the introduced instructions.

4.2.4

The ρµ-Code Unit

Previously, we have introduced an instruction set extension consisting of three
instructions (p-set, c-set, and execute) that initializes either a reconfiguration
process or an execution processes on the CCU. In this section, we propose an
implementation (embodied by the ρµ-code unit) that is able to support the three
mentioned instructions by handling the microcode that is associated with them.
The microcode handling entails the following tasks: microcode initialization,
microcode loading, microcode execution, and microcode storage. In order to
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R/P α/ρCS-α
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Figure 4.6: The ρµ-code unit internal organization.
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facilitate the mentioned tasks, we proposed to organize the ρµ-code unit as depicted in Figure 4.6. In this section, we only describe the internal organization
of the ρµ-code unit in storing microcode and present how this organization
is being utilized during microcode execution. A more detailed discussion on
each of the first three mentioned microcode handling tasks performed by the
ρµ-code unit is given in Section 4.3. Before we continue with our discussion,
we have to note that a microinstruction is the smallest basic unit of execution
of microcode. However, in most industrial settings and suggested by industrial data in [84], a higher level unit of execution is being utilized, namely a
module. A module contains at least one microinstruction or up to several thousands of microinstructions. This fact does not conceptually change the method
of microcode handling in the ρµ-code unit.

Figure 4.7: A conceptual representation of the block storage.
The reconfiguration microcode and the execution microcode are conceptually
the same, but they are most likely to differ in sizes and microinstruction widths.
Therefore, the ‘ρ-Control Store’ provides two separate storage facilities termed
SET and EXECUTE for respective microcodes or more specifically, the modules within the microcode. Both the SET and the EXECUTE are further divided into a fixed part (storing frequently used modules) and a pageable part
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(storing less frequently used modules). The microcode modules are stored in
blocks (in either SET or EXECUTE) that have a fixed size and are indexed
by a common reconfigurable control store address (ρCS-α). Due to the wide
variety of microcode sizes, it is impractical to define blocks such that they will
always fit the largest module or to have blocks of varying size. Therefore, a
fixed block size (in terms of the number of microinstructions) must be determined. This means that small modules will fit in the blocks and that large
modules will span several blocks. In this dissertation, the discussion concerning such blocks is in principle conceptual, therefore no fixed size is given. A
conceptual representation of the block storage is given in Figure 4.7.
The execution of the microcode (initialized by p-set, c-set, or execute) proceeds as follows. The ‘Sequencer’ receives from the ‘Arbiter’ either a memory
address (α) or a reconfigurable control store address (ρCS-α) specified by the
R/P-bit. In the case that a ρCS-α is received, it means that the needed microcode must be present in the fixed part of either the SET or EXECUTE storages. The ρCS-α is forwarded directly to the ‘Determine next ρ-CS block’unit that determines which (next) block in the ‘ρ-Control Store’ to execute.
In the case that a memory address is received, it means that the needed microcode can possibly be located in the pageable parts. Therefore, it must be
determined whether the memory address refers to microcode present in the ‘ρControl Store’. This is performed by first hashing the memory address and
then checking the ‘Residence table’. If the microcode is still present, then
the resulting ρCS-α is transferred to the ‘Determine next ρ-CS block’-unit. If
the microcode is no longer present, it must be loaded from the main memory
utilizing the given memory address. The ‘Determine next ρ-CS block’-unit
performs the following tasks:
• Start execution of a module: In this case, this unit determines which
ρCS-α to use, either the one specified in the set/execute instructions
or the one translated from the memory address indicated by the R/P-bit.
• Already executing the module: In this case, this unit determines the next
‘ρ-Control Store’ block to be executed based on information received
from the previous block(s) and/or CCU execution results.
After determining the correct reconfigurable control store address (ρCS-α), it
is stored in the reconfigurable control store address register (ρCSAR). Utilizing the ρCS-α, a block from the ‘ρ-Control Store’ is fetched and passed on to
the microcode block register (MBR). The MBR forwards the microinstructions
present in the block to the microinstruction register (MIR) before they are sent
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to the CCU. When branching occurs within the currently loaded block, the
MBR is requested to send the next microinstruction to the MIR which can possibly depend on results from the CCU. In the case that branching is outside
the currently loaded block in the MBR or even to other microcode modules, a
request is sent to the ‘Determine next ρ-CS block’-unit. Again, the determination on the next target ρ-CS block to execute can be influenced by results from
the CCU. When returning from calling other blocks or modules, the execution
resumes at the microinstruction immediately behind the branch. The methodology is not depicted in the figure, but it is assumed that the ‘Determine next
ρ-CS block’-unit keeps track of all the needed information.
It must be noted that before the microinstructions are entering the CCU, they
must also be decoded in order to correctly generate the control signals (either
vertical or horizontal) they represent. There are three approaches of how to
incorporate such a decoding of microinstructions:
• Each implementation on the CCU has its own small microinstruction
decoding engine enabling the design of a general construction of microcode which can have different meanings for different implementations. The microcode construction must be kept general since the microcode storage in the ‘ρ-Control store’ is assumed to be fixed. The
disadvantage of this approach is that such a microcode decoding unit
must be incorporated in each design.
• The decoding of the microinstructions is left to a fixed unit just behind
the MIR. In this case, the microcode architecture must be fixed in order to support all possible microinstructions. It can be envisioned that
it is required that each implementation must provide a certain number
of input signals on which control of the implementation can be exerted.
This approach does not require each implementation to have a separate
microinstruction decoding unit, but it is limiting the reconfigurable hardware capabilities. Additionally, the microinstruction decoding is possibly faster.
• Incorporate a fixed decoder that decodes commonly used microinstructions that can be identified across many implementations and incorporate an ‘escape’ instruction that allows also implementation-specific
microinstructions to be executed. This approach is a hybrid between
the two previously mentioned approaches which could possibly provide
enough flexibility and decrease the need for separate decoding units in
each implementation.
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Summarizing, the fixed parts store the resident reconfiguration and execution
microcode of the set and execute phases, respectively. Resident microcode is
commonly used by several invocations (including reconfigurations) and it is
stored in the fixed parts so that the performance of the set and execute phases
is possibly enhanced. Which microcode resides in the fixed parts of the ‘ρControl Store’ is determined by performance analysis of various applications
and by taking into consideration various software and hardware parameters.
Other microcodes are stored in the main memory and the pageable parts of
the ‘ρ-Control Store’ which acts like a cache to provide temporal storage. If
the desired microcode (for both set and execute phases) does not reside in the
fixed part or the pageable part then a request is issued to the main memory
to fetch microcode which is then stored afterwards in the pageable parts of
the ‘ρ-Control Store’. Cache mechanisms are incorporated in the design to
ensure the proper substitution and access of the microcode present in the ‘ρControl Store’. Viewing the ‘ρ-Control Store’ as a cache facility also implies
that there is the need for loading mechanisms that determine the presence of
the required microcode and load the required microcode if it is not present.
The ‘Residence table’ plays a significant role in the determination whether
microcode is already present.

4.2.5 Reconfiguration Microcode
As far as we know, in many of the traditional approaches in reconfigurable
computing, each reconfiguration file is associated with a reconfiguration instruction and by issuing such an instruction, a reconfiguration of the FPGA is
performed by downloading the reconfiguration file into the FPGA. These approaches require continuous architectural extensions, i.e., when adding new reconfiguration instructions for new functions implemented on the FPGA. Consequently, it puts much strain on the opcode space of any instruction set. Therefore, we propose to utilize microcode to control the reconfiguration process and
show later on that only one new instruction is needed for this purpose.
A straightforward method that translates a reconfiguration file into reconfiguration microcode is depicted in Figure 4.8. A reconfiguration file is sliced into
smaller pieces of equal size that will constitute the latter part of a microinstruction. The (microinstruction) opcode identifies the microinstruction as containing reconfiguration file slices. The end op microinstruction signifies the end
of the reconfiguration microcode. The reconfiguration of the FPGA can still
be performed using existing hardware simply by ignoring the microinstruction
opcodes. We are aware that many techniques, e.g., encoding or compression of
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RECONFIGURATION FILE

Microinstructions
0
1
2

end_op
opcode

Figure 4.8: A straightforward generation of reconfiguration microcode.
microinstruction fields, can be applied to reduce the reconfiguration microcode
module size, but they do not conceptually add anything to this discussion and
are therefore left out of this discussion.
While the previously described method to obtain reconfiguration microcode
seems cumbersome, it is a restriction imposed by current realizations of reconfigurable hardware. They only allow sequential loading of configuration
data in order to facilitate the reconfiguration process. Still, the described
method provides an initial setup in the investigation of reconfiguration microcode needed to determine the best way to fully exploit the SET fixed and
pageable on-chip storage facilities. This can be achieved by possibly finding
commonalities5 between reconfiguration microcode. However, when considering coarse-grain and partial reconfiguration, we foresee definite advantages of
utilizing reconfiguration microcode. In this case, common basic blocks implemented on partial reconfigurable hardware are prime targets to be implemented
as reconfiguration microcode modules. The reconfiguration process will be reduced to the sequential execution of such modules. Frequently used modules
can therefore be stored in the fixed part of the SET on-chip storage. Other
modules are stored in the main memory and cached in the pageable part when
needed. Two illustrative examples are given in Chapter 5.
5

At this moment, this has not been investigated and it is an open question for future research.
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ρµ-Code vs. Traditional Microcode

In the previous sections, we have described our (architectural) approach in
combining a programmable processor with reconfigurable hardware. To this
end, we utilize reconfigurable microcode, which is constituted by reconfiguration microcode and execution microcode, to control the reconfigurable hardware. Reconfigurable microcode is different from traditional microcode as
introduced in Section 3.1. In the following, we summarize the innovations in
our proposed approach and highlight the differences between reconfigurable
microcode and traditional microcode:
• Our approach allows the emulation of single instructions or entire pieces
of code. This is achieved by implementing their functionality into a reconfigurable hardware structure which is controlled by reconfigurable
microcode. On the other hand, traditional microcode only emulates
single instructions utilizing hardwired implementations of microinstructions.
• In our approach, we have extended the functionality of the traditional
control store to the ‘ρ-Control Store’ as depicted in Figure 4.6. More
specifically, we extended the traditional control store to support reconfiguration by utilizing ρµ-code. In order to support reconfiguration and
execution microcode, we conceptually separate the microcode storage
into a SET storage facility and an EXECUTE one, respectively. Furthermore, the extension also entails the separation of microcode storage into
a fixed part and a pageable part for frequently used and non-frequently
used microcode, respectively.
• Reconfiguration microcode additionally “emulates” the hardware design
of a processor next to the emulation of instructions by traditional microcode. Reconfiguration microcode can be easily obtained from the
reconfiguration file obtained after synthesis of high-level hardware description language. In the case of coarse-grain and partial reconfigurability, smaller and possibly more similar reconfiguration microcode modules can be utilized. This allows an efficient utilization of the SET onchip storage facility.
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The Microcode Cycle

In the previous section, we described our architectural (instruction set) extension to support reconfigurable hardware by utilizing reconfigurable microcode.
To this end, we introduced only two (or three when adding support for partial reconfigurability) new instructions that correspond to specific phases in
supporting reconfigurable hardware. The newly introduced instructions point
to reconfigurable microcode (either stored in the main memory or in an onchip storage) and by executing the microcode, the reconfiguration or execution
processes are initiated on the reconfigurable hardware. Consequently, this allows the reconfigurable microcode to emulate any functionality on the reconfigurable hardware, either a single instruction or a piece of code.
In this section, we discuss several aspects of utilizing microcode as proposed in
Section 4.2. It entails the initialization of microcode in both the main memory
and the ‘ρ-Control Store’, the execution of microcode in the ‘ρµ-Code unit’,
and the microcode loading mechanisms during execution. Furthermore, we do
not distinguish between reconfiguration and execution microcode since they
are conceptually the same. Both types of microcode are referred to simply as
microcode in this section. We have to note that microcode consists of modules
that in their turn consists of microinstructions. Furthermore, we have already
determined that the block size in both the fixed and pageable parts are fixed and
each line only contains one single microinstruction (see Figure 4.7). Before we
continue with our discussion, we highlight the difference between a microcode
module and a ρ-Control Store block in Figure 4.9.
In Figure 4.9, two microcode modules stored in the main memory are loaded
into the ρ-Control Store consisting of fixed size blocks. We can observe that
large modules are loaded into multiple ρ-Control Store blocks (e.g., module
1 into blocks 1 through 3) while smaller ones can possibly fit in one single
block (e.g., module 2 into block 4). Furthermore, the figure also depicts the
effect that this loading method has on the microcode execution in the ρ-Control
Store (see Section 4.3.2 for a more detailed discussion). Branch B1 branches
within module 2 and since module 2 completely fits in block 4, branch B1 also
branches within block 4. On the other hand, branch B2 branches to another
block in the ρ-Control Store when executed. Finally, branch B3 branches to
another module which will always result to a branch to another block in the
ρ-Control Store when executed.
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Figure 4.9: The loading of microcode modules into ρ-Control Store blocks.

4.3.1

Initializing Microcode

The initialization of microcode in a microcoded reconfigurable embedded processor concerns the storing of pageable microcode in the main memory and the
storing of resident microcode in the ‘ρ-Control Store’. Initializing microcode
in the main memory is less straightforward than it seems due to the fact that
microcode is not bound to a fixed microinstruction width that fits exactly in
one of the following bit sizes: byte, half-word, word6 , double-word, quadword, etc. Therefore, care must be taken in how to design the microinstruction
width, because it is tightly related to how single microinstructions are loaded
into the ‘ρ-Control Store’. Having variable microinstruction widths might be
beneficial to achieving an optimal storage in the ‘ρ-Control Store’, however
it complicates the loading of such microinstructions from the main memory.
This is due to the fact that the load width between the main memory and the
processor is fixed to one of the mentioned bit sizes. Therefore, in cases that the
microinstruction widths are different from the mentioned bit sizes, the performance of loading such microinstructions into the ‘ρ-Control Store’ becomes a
matter of re-arranging the bits in the loaded byte, half-word, word, etc. It becomes an even more daunting task if the microinstruction exceeds the largest
possible load width. In this case, at least two loads must be performed in order
to load one microinstruction.
6
We are aware that many definitions exist for the size of a word. In our case, we assume a
word to be 32 bits.
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Subsequently, when designing the microinstruction width, all the above mentioned issues must be taken into account. The most appropriate design decision would be to choose a microinstruction width that is as large as the largest
possible load width. While this simplifies the loading of microinstructions,
a sub-optimal storage usage within the ‘ρ-Control Store’ would be the result.
Therefore, in the following we assume that microinstructions have a width
that is fixed and smaller than the largest load width. This enables us to propose a possible main memory storage organization that is rather simple and
easy to implement. Considering that almost all architectures assume a byteaddressable memory, we propose the following microcode storage in the main
memory:
• Microinstructions are stored such that when they fit in one of the mentioned bit sizes, the bit size is also used as microinstruction boundary.
Assume that when microinstruction i is stored at location α and has a
width between k × 8 and (k + 1) × 8 bits. The storage of microinstruction i + 1 is then stored starting at location α + 2dlog2 (k+1)e .
In conclusion, utilizing the maximum bit size that is possible to load data from
bit size
the main memory, at least one and at most maximum
microinstructions
8
are loaded.
The initialization of resident microcode (in terms of modules) means the storing of such microcode into the fixed parts of the ‘ρ-Control Store’. A straightforward example is depicted in Figures 4.7 and 4.9 in which resident microcode is stored consecutively one after another. This means that modules
with sizes larger than a block are also stored in consecutive blocks. However,
there is a major issue that must be dealt with. The issue relates to the fact
of calling pageable microcode from within resident microcode. In order to
achieve this, the resident microcode needs a memory address. However, inserting a fixed memory address in resident microcode is not possible since it is
considered to be fixed (after chip fabrication or program load) during run-time.
A possible solution is to provide a dynamic branch table. Branches within resident microcode have as target the index of the branch table. The content of
a branch table entry is the main memory address to which the resident microcode need to branch to. We have to note that such a branch table can be
made static (initialized during microcode initialization) or dynamic (changeable during run-time). In the case that no interaction exists between resident
and pageable microcode, no mechanism needs to be provided. In addition, the
resident microcode can be fixed in hardware even at chip fabrication time. In

4.3. T HE M ICROCODE C YCLE

89

the case that pageable microcode needs to call resident microcode is also not
an issue, since (1) resident microcode is assumed to be fixed and (2) changes
to pageable microcode are easily performed.

4.3.2

Executing Microcode

In this section, we assume that no loading of microcode is required during
execution meaning that all the necessary modules are already present in the ‘ρControl Store’. This is purposely done in order to focus the discussion on the
execution of microcode. The issue of loading microcode from the main memory into the pageable part is discussed in the next section. Furthermore, we
assume that all branches inside the module are relative7 and that all branches
going outside the module either use a memory address for pageable microcode
or use a reconfiguration control store address for resident microcode. For the
straightforward microcode execution sequence, we refer to Section 4.2.4. In
this section, we highlight the sequence of events when branches are taken with
a target inside the same module and outside the module:
• Outside module: This case is the most straightforward one, because
the branch target is explicitly specified, namely by the memory address
or by the reconfigurable control store address. Using either addresses
it is easily determined whether the needed microcode is already present
in the ρ-Control Store or not. We must note that when the branching is
not to the first microinstruction of a module, it complicates the determination whether the required module is present. Branching to a resident
microcode module now requires additional addressing of microinstructions within the module. Branching to a pageable microcode module
does not require additional addressing since we can use memory addresses. However, the determination in the ‘ρµ-Code unit’ whether the
target microinstruction is present becomes much more complicated. It
is therefore more advantageous to design the microcode so that only
branching to the first microinstruction within a module is performed.
• Inside module: This case is more difficult due to the fact that large
modules may be spread over several blocks (see module j in Figure 4.7).
This means that even when a branch target is within one module it is possible that the target is located in another block. Since relative branches
7

This significantly reduces the size of the microinstructions since they do not have to specify
the complete memory address which can possibly be 32 or 64 bits.
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are used, it is easily determined whether they go outside the current
block, because the block size is fixed and the location of the currently executing microcode is known. This results in three possibilities for which
the target block must be determined:
– Branch target is within the current block: In this case, nothing
needs to be done.
– Forward branch target is outside current block: In this case,
the target ρ-Control Store block that still stores microcode from the
current microcode module must be determined. We assume that
the reconfigurable control store address of the current block to be
ρCS-αcurrent . For resident microcode, the target block can simply
be found by subtracting the block size8 ‘x’ times from the relative
branch step size and halt before it would result in a negative value.
The target block has the address ρCS-αcurrent +x since we assume
a storage of large modules in consecutive blocks. The remaining
relative branch step size is used to determine the correct target microinstruction within the ρCS-αcurrent + x block. For pageable
microcode, the memory address of the first microinstruction of the
target ρ-Control Store block (containing the target microinstruction) must be determined. This can be done by iteratively adding
the block size to the memory address of the microinstruction starting the current block. At the same the relative branch step size must
be subtracted with the same block size in each iteration. When the
relative branch step size is smaller than the block size, the previous
procedure must be halted. Utilizing the newly determined memory
address, the ‘Residence table’ can be consulted in order to find the
new ρ-Control Store block address: ρCS-αnew . Branching to the
target microinstruction can now be perceived as a relative branch
from the first microinstruction of the ρCS-αnew block with a step
size equal to the remaining relative branch step size.
– Backward branch target is outside current block: This case
is similar to the previous one with the only difference being that
the relative branch step size is now negative and must be added
with the block size until it reaches a positive value. For resident
microcode, the new reconfigurable control store address is ‘ρCSαcurrent - x‘. The target microinstruction can now be determined
8

This can be easily determined by: the number of microinstructions in the block times the
microinstruction width rounded up to nearest standard bit size.
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by branching from the first microinstruction in the ‘ρCS-αcurrent x‘ block with the remaining positive relative branch step size. For
pageable microcode, the block size is subtracted from the memory
address starting the current block in order to determine the memory
address starting the target block. Then, using this new memory address and consulting the ‘Residence table’, the new ρCS-αnew can
be determined. Again, branching to the target microinstruction can
now be perceived as a relative branch from the first microinstruction of the ρCS-αnew block with a step size equal to the remaining
positive relative branch step size.
In this section, we have assumed that all microcode are already present in the
‘ρ-Control Store’. However, if this is not the case, then existing blocks must
be replaced with new ones containing the target microcode. This is discussed
in the following section.

4.3.3

Loading Microcode

In the previous section, we assumed that all microcode was already present
during execution and therefore not requiring the loading of pageable microcode. In this section, we explore two loading mechanisms that load and
replace microcode in the pageable reconfigurable control store blocks. We
have to note that the assumption that any branch going outside its current
module has a target that is always the first microinstruction of that module is
still valid9 .
The straightforward loading mechanism Before we discuss this mechanism,
we assume the following:
• Each pageable block in the reconfigurable control store has a first bit that
tells whether the block contains the first microinstruction of the currently
loaded module or not. When the first bit is set, it means that the current
block is the first block of the currently loaded module.
• Each pageable block in the reconfigurable control store has a first addr
field that contains the memory address of the first microinstruction of
the currently loaded module. This field is used verify that the microcode
9

The explanation can be found in Section 4.3.2 under Outside module.
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execution is still from the same module even when they are spread over
several blocks.
Considering the case that we want to load module A for the first time in the
reconfigurable control store and the first microinstruction of the module has the
memory address α, the straightforward loading mechanism works as follows:
1. Determine using memory address α which reconfigurable control store
block to use. This is done by hashing the memory address which determines a ‘Residence table’-entry which also corresponds (one-to-one) to
a pageable block in the reconfigurable control store.
2. Start loading the module into this block and mark the block with the
first bit set to one. In the case that the module is larger than the (fixed)
block size, the loading continues into the consecutive blocks following
the current one with their first bit all set to zero. In addition, in all
utilized blocks during loading, the memory address of the first microinstruction of the currently loading module is noted in the first addr field.
The loading continues until the very last block of the reconfigurable control store is filled or the end op microinstruction is encountered. This
loading mechanism strives to load the modules in consecutive blocks in
the reconfigurable control store. Finally, we must note that no attention is paid to the recency or frequency of utilization of the blocks being
overwritten.
The execution of the module starts by determining the correct reconfigurable
control store block using the ‘Residence table’. The actual execution only
starts if the corresponding first bit is set and the first addr field contains the
correct memory address. The execution continues until:
1. A branch microinstruction is encountered: In this case, if the branch
target is inside the current block, nothing needs to be done. In the case
that the branch target is outside the current block, the target block can
be determined by skipping blocks and updating the relative branch step
size while doing so until a positive10 step size smaller than the block
size is obtained. If the first addr field still contains the correct memory
address of the currently executing module, the execution continues. On
the other hand, if the first addr field contains an incorrect memory address, the execution continues from the main memory. The described
10

The reason for reaching a positive step size is given in Section 4.3.2.
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method is possible, because we assume that the storage of modules is in
consecutive reconfigurable control store blocks. Furthermore, the verification of the first addr field is needed, because other smaller modules
could have overwritten blocks of the currently executing module.
2. The end op microinstruction is encountered: In this case, the execution stops.
3. Another block with the first bit set is encountered: In this case, the
execution continues from the main memory.
4. The end of the reconfigurable control store is encountered: In this
case, the execution continues from the main memory.
Sometimes in the first case and in the latter two cases, the remaining microinstructions not stored in blocks must be executed from the main memory since
no mechanisms are present to remedy these cases. In all three cases, the performance will be greatly penalized due to the increased loading latencies. In
addition, there are two conditions that can possibly increase the occurrence of
all three cases:
• When modules are loaded into the reconfigurable control store that overwrite other frequently used modules or their blocks in which they are
loaded. This might result in many reloadings of the frequently used
modules (when blocks with the first bits set to one are overwritten) or
the execution of modules from the main memory (when latter blocks are
overwritten).
• When an incorrectly chosen hashing function favors blocks at the end of
the reconfigurable control store. This results in the fact that many modules will not be loaded in their entirety and thus requires the execution
of non-loaded microinstructions from the main memory.
The first condition is difficult to avoid since the starting location of a module
within the reconfigurable control store is very much determined by the hashing function. In order to avoid the first condition, further research must be
performed on how to define the hashing function given a certain set of modules. The second condition can be more easily avoided using either or both of
the next two enhancements:
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• Add a fail counter table indexed by memory addresses and initialize all
entries at zero. Every time that a module has to be loaded and it fails to
be loaded in its entirety, the corresponding fail counter is incremented
by one. The next time the same module must be loaded, the module is
loaded into a block that is fail locations higher than the one indicated
by the hashing function. In this way, the chance of a module not being
loaded in its entirety will decrease.
• Allow modules that reach the end of the reconfigurable control store
storage to wrap around and continue loading from the first pageable
block location.

Summarizing, the straightforward loading mechanism attempts to load microcode modules into consecutive blocks in the reconfigurable control store
without any regard to the frequency of use of the blocks in question. This results in that sometimes frequently used modules can be overwritten by other
modules and thereby degrading the overall performance since the execution
must then continue from the main memory.
The evict loading mechanism In the previous section, we have discussed the
straightforward mechanism of loading modules that does not take into account
that some modules might be used more frequently than others. In this section,
we propose the evict loading mechanism which evicts less frequently used
modules in order to create more storage space when loading a new module.
Again, the same assumptions as for the straightforward method apply here.
The evict loading mechanism is based on the following concept:
1. Determine the next possible empty reconfigurable control store block to
start loading the module by:
• finding the first unused block in the reconfigurable control store.
• if this is not possible, determine the least recently used block.
2. Start loading the module into the indicated block until an end op microinstruction is encountered in the module. In this case, stop loading.
3. In the case that not the whole module has been loaded yet, consider
the remainder of the module as a new module with the microinstruction
following the lastly loaded microinstruction as the first microinstruction
of the newly formed module. Continue with step 1.
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Figure 4.10: An example of the evict loading mechanism.
We have to note that this loading mechanisms splits modules that do not fit
in a single reconfigurable control store block over several submodules. An
example is depicted in Figure 4.10. In this example, module 1 is logically
split into three submodules, namely M 1 S1, M 1 S2, and M 1 S3, which are
loaded into blocks 5, 1, and 3, respectively. Therefore while the concept remains simple, the actual implementation of the evict loading mechanism is
much more complex. This is due to the fact that the location of submodules
in the main memory is addressed by the memory address of the first microinstruction of such submodules. Therefore, when a module is split into several
submodules inside the reconfigurable control store, the memory address of the
first microinstructions of the newly generated submodules must be kept. Furthermore, when executing branches within a module, additional accesses to the
‘Residence table’ must be performed to determine the correct reconfigurable
control store block to branch to. The following describes what information
must be kept in the ‘Residence table’:
• LRU: This contains the least recently used information.
• α: Memory address. This address indicates the memory location of the
first microinstruction of the currently loaded submodule.
• ρCS-α: Reconfigurable control store address. This address indicates to
which reconfiguration control store block the submodule is stored.
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• αnext : Next memory address. This address indicates the memory address of the first microinstruction of the next submodule in case that the
loaded submodule does not contain the end op microinstruction.

In order to further explain the concept, we discuss an example which loads a
large microcode module and also executes this module. The memory address
of this module is α1 . The following assumptions are made:
• The microcode module has a size that requires a storage space equal
to 10 reconfigurable control store blocks. Therefore, it is also logically
split into 10 submodules. As a result, the memory address of the first
submodule is also α1 .
• A relative branch was distributed to the 4th submodule/block being
loaded and the branch target is to the first microinstruction in the 9th
submodule/block.
• A relative branch was distributed to the 10th submodule/block being
loaded and its target is the first microinstruction in the 5th submodule/block.
Loading the module: The loading of the overall microcode module is performed by loading the submodules as described in the following:
1. Determine the next possible reconfigurable control store block into
which we can start loading. This is assumed to be ρCS-αi for submodule
i.
2. Start loading submodule i into the reconfigurable control store block
having address ρCS-αi .
3. Make an entry in the ‘Residence table’ at location HASH(αi ) which
contains the following information:
• α = αi : The memory address of the first microinstruction of submodule i.
• ρCS-α = ρCS-αi : The address of the reconfigurable control store
containing submodule i.
• αnext = αi+1 : The memory address of the microinstruction which
starts the next submodule i + 1, if exists.
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4. If the end op microinstruction was not encountered, continue loading of
the next submodule i + 1. Go to step 1.
Executing the module: The execution starts by performing a hash function on
the memory address of the first microinstruction of the module (α1 ) in order
to determine the ‘Residence table’ entry containing the reconfigurable control
store address. The execution of the microcode is not fully described as the
behavior is not relevant in this context. However, some key situations during
execution (especially considering the branches) are discussed:
• Situation 1: After executing submodule 5, submodule 6 must be executed. Since submodule 6 is directly following submodule 5, its memory address (of its first microinstruction) can be found in the ‘Residence
table’ entry of submodule 5: αnext = α6 . Using α6 , the correct ρCS-α6
can be determined using the ‘Residence table’.
• Situation 2: If the conditional branch in submodule 4 is taken, the next
microinstruction to be executed is in submodule 9. Since the branch
is relative, it can be determined that the relative step is larger than the
remaining number of microinstructions in block ρCS-α4 . Using the previously described method, block ρCS-α5 can be determined. By continuously updating the step size, the 9th submodule can be found after
which the updated step size should be smaller than a block size. The
target microinstruction can now be found in block ρCS-α9 .
• Situation 3: If the conditional branch in submodule 10 is taken, the next
microinstruction to be executed is in submodule 5. The starting address
of submodule 9 (α9 ) can be determined by subtracting the block size
from the starting address α10 of submodule 10. At the same, the (negative) relative branch step size must be updated by adding the block size.
Continuing this procedure, the starting address of submodule 5 can be
determined after which the ‘Residence table’ can be used to find ρCSα5 . Finally, by utilizing the resulting updated relative branch step size
(0 in this case), the target microinstruction can be determined.
Summarizing, the evict loading mechanism attempts to find the least recently used reconfigurable control store block and overwrites it with new
(sub)modules. It must be noted that during the execution of microcode located
in the reconfigurable control store block, the LRU field in the ‘Residence table’
must be updated (not discussed).
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4.4

Conclusion

In this chapter, we have introduced our approach of utilizing reconfigurable microcode to control both the reconfiguration process and the execution process
of a reconfigurable hardware structure augmented to a programmable processor. The following has been achieved in relation to the open questions posed
in Section 1.3:
• By moving the set phase further away in front of the execute phase,
the overall reconfiguration latency can be reduced since the hardware
reconfiguration time (tr ) can be hidden in this way.
• We further reduce the overall reconfiguration latency by reducing the
reconfiguration data loading time (tl ) by incorporating on-chip fixed and
pageable storage for reconfigurable microcode.
• By utilizing reconfigurable microcode, only three new instructions are
needed to extend the instruction set of any programmable processor.
Therefore, the opcode space requirements can be relaxed when adding
architectural support for reconfigurable hardware. This is achieved by
pointing to reconfigurable microcode instead of associating specific instructions with specific operations running on the reconfigurable hardware. Compared to other reconfigurable hardware augmentation approaches that utilize an immediate field to identify different operations
or implementations, our approach is still more flexible, because our approach is not limited to a fixed number of possible implementations on
the reconfigurable hardware.
• By introducing only three new instructions, the instruction decoder’s
complexity is only slightly increased. However, the microinstruction
decoding can become more complex since the proposed approach is intended to be as flexible as possible. A possible solution is to incorporate
decoding for implementation-specific microinstructions in the design itself and relay the decoding of common microinstructions to a fixed decoder.
Finally, we believe that the microcode introduced in this chapter is likely to
remain in its current domain to be never exposed to the programmer like the
examples given in Chapter 3. This is because the exposure counteracts the
benefit of reducing instruction opcode space and would make the processor’s
architecture dependent on the utilized reconfigurable hardware technology.

Chapter 5
ρµ-Coded Examples

S

everal compression techniques were highlighted in Chapter 2 that are
used in image and video coding schemes. Such techniques involve
many (multimedia) operations that are subject to be sped up by any
embedded processor targeting multimedia applications with the purpose to
speedup the overall multimedia processing performance. In Chapter 4, we
proposed a new scheme in utilizing reconfigurable hardware in order to
speed up any application that has already been implemented in software
intended to be run on a programmable processor. To this end, we introduced
an architectural extension that focuses on utilizing reconfigurable microcode
(ρµ-code) to emulate both the reconfiguration and the execution processes on
a reconfigurable hardware structure.
In this chapter, we highlight several multimedia operations and focus
on how reconfigurable microcode can be obtained. We have to note that the
interfacing of the implementations to the application code is not discussed as
it is considered to be future research. First, we introduce a fine-grain reconfigurable binary adder implementation example that also shows a simple way
of using the p-set phase. Second, we introduce a coarse-grain reconfigurable
multiplier example that utilizes smaller common blocks. Third, we show a
discrete cosine transform (DCT) and Huffman coding implementation that
can exploit partial reconfigurable hardware. Finally, an extensive example of
the sum-of-absolute-differences (SAD) is presented.
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5.1

Fine-Grain Reconfiguration: Binary Adder

In this section, we utilize a simple example implementation of a binary adder in
order to show how the combination of phases p-set and c-set can be effectively
utilized. We have to note that we utilize a simple implementation example just
as a discussion vehicle and it only serves illustration purposes. The concepts
shown in this example are in no way restricted to simple implementations and
are also applicable to more elaborate and complex implementations. In this
example, we assume that a subset of ALU operations are to be implemented
in a reconfigurable manner. The operations performed by the example ALU
include only: addition and subtraction. We further assume a partially reconfigurable hardware structure. Finally, for simplicity’s sake, we assume that no
logic is required for “abnormal” conditions detection. The overall implementation without giving any details about the binary adder is given in Figure 5.1.
source

A

source

M1

B

M2

D
32-bit
ADDER

destination C

Figure 5.1: ALU schematic.
In the partial set (p-set) phase, the ALU except block ‘D’ is configured as
depicted in Figure 5.1. Block ‘D’ is intended to extend the functionality of
the ALU by changing its functionality through run-time reconfiguration in the
complete set (c-set) phase. Before discussing how this is achieved, we shortly
describe a possible implementation of the 32-bit adder which is depicted in
Figure 5.2. In this implementation, a 32-bit addition is accomplished by recursively adding two bits of the two operands per clock cycle. Figure 5.2 depicts
two ‘input registers’, three ’full adders’, and one ’output register’. The addition is performed on two bits per clock cycle by:
• Shift two bits out of each ‘input register’
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Figure 5.2: Possible implementation of a 32-bit adder.
• Add these bits using the ‘full adders’
• Shift two (Shift2) bits into the ’output register’
In addition, the implementation incorporates three control registers (CRs) in
order to fully utilize the inherent pipelining. The reconfiguration of the CCU
can be accomplished by executing reconfiguration microcode. Such microcode
can be (semi-)automatically generated by translating a reconfiguration file produced by synthesis of a high-level hardware description language (see Section 4.2.5). However, without going into particularities1 , we can possibly
achieve the same by a much shorter (high-level) reconfiguration microcode
when we perceive microcode modules as functions or as subroutines which
could be called. We assume that three reconfiguration microcode modules have
been initialized in the fixed part of the SET. We assume that the reconfiguration
microcode module of the input registers starts at address: ρCS-αIR . The reconfiguration microcode module of the full adder starts at address: ρCS-αF A .
And, the microcode module of the output register starts at address: ρCS-αOR .
1

The synthesis output may contain a certain structure that can be exploited in order to define
distinct reconfiguration microcode modules.
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The high-level reconfiguration microcode to configure the CCU to a 32-bit
adder implementation as depicted in Figure 5.2 would be as follows:
• ....
• branch to ρCS-αIR (2 times)
• branch to ρCS-αF A (3 times)
• branch to ρCS-αOR (1 times)
• microcode to add the control registers
• microcode to connect the blocks
• ....
In this example, we have utilized other reconfiguration microcode modules to
configure the CCU to a larger implementation. Furthermore, the shown reconfiguration microcode also includes the microcode to add the control registers.
Additional reconfiguration microcode is needed to also configure the multiplexing data paths (depicted in Figure 5.1).
In the previous discussion, block ‘D’ was left unchanged during the p-set
phase. Before starting the execute phase, the c-set phase needs to be performed
in order to configure block ‘D’ if necessary. Assuming that an addition needs
to be performed, the c-set phase can be skipped and the execute phase associated with the addition can be initialized. An example execution microcode is
shown in Table 5.1 that can be used to perform a 32-bit addition by controlling
the implementation depicted in Figure 5.2.
00
01
02
03
04
05
06
07
08
09
10

load first value into source buffer A
load second value into source buffer B
load into the 32-bit adder
shift ins
add ins
shift2 ins
SKIP
BACK
store result in output reg
move result into register C
end op

Table 5.1: An example execution microcode to perform addition.
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In Table 5.1, microcode between the two lines is responsible for the actual addition performed in the 32-bit adder implementation as depicted in Figure 5.2.
In this implementation, residual control is employed in order to control the
full adders (by executing the shift ins, add ins, and shift2 ins microinstructions). The SKIP microinstruction does not perform any action for the 32-bit
addition operation itself. Its function is to skip the next microinstruction when
the STOP signal is high. The BACK microinstruction redirects the sequencer
to execute the previous microinstruction. The remaining microinstructions are
self-explanatory.
Assuming that the operation we want to perform is subtraction, then in the c-set
phase the following functionalities need to be added: invert the B operand, set
M2 control to multiplex the inverted operand, and force the carry in equal to
one. This can be done in two ways. First and depicted on the left of Figure 5.3,
add more functionality to the reconfigurable hardware during the p-set phase.
This means that the data-paths must not be fixed and thus allowing execution
microcode to choose different data-paths. In this way, different execution microcode is needed to perform either addition or subtraction. The benefit is
that the c-set phase can be eliminated, but at the expense of that more hardware need to configured in the p-set phase. Second and depicted on the right
of Figure 5.3, introduce two separate c-set phases that configures block ‘D’
in Figure 5.1 to add the needed functionality for subtraction (c-setsubtract ) or
remove it (c-setadd ). The benefits of this approach include that more reconfigurable hardware is left to be configured in a later stage (i.e., the c-set phase)
and that the same execution microcode can be utilized for both the addition
and subtraction operation since the data-paths are now assumed to be fixed.
p-set

p-set

c-set add

microcode
to perform
addition

microcode
to perform
subtraction

microcode
to perform
addition

c-set subtract

microcode
to perform
addition

Figure 5.3: Two possibilities in performing a subtraction.
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5.2

Coarse-Grain Reconfiguration: Multiplier

In this section, we show a design of a 64-bit multiplier that is based on 32bit multipliers in order to show coarse-grain reconfigurability. We have to
note that it is not our intention to delve deeply into design issues and implementation details of such a multiplier. Furthermore, this example only serves
illustration purposes and our approach is in no way limited to such “small”
structures. The example is used solely to highlight possibilities in reconfiguration microcode to partition it and allow different storage for it.
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Figure 5.4: 64-bit multiplication using four 32-bit unsigned multipliers.
A signed magnitude multiplication of two 64-bit numbers I and II can be performed using four 32-bit unsigned multipliers as follows (see Figure 5.4):
1. Perform an exor over the two sign bits. This determines the sign of the
final result.
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2. Substitute the sign bits of both numbers I and II with zeroes.
3. Perform four 32-bit unsigned multiplications on the 32-bit parts of both
remaining numbers.
4. Add the intermediate results of the four multiplications.
5. Substitute the most significant bit of the result after addition with the
new sign bit.
The aforementioned multiplication can be placed inside an FPGA by writing a
VHDL model, synthesizing it to obtain a reconfiguration file, and then loading
the resulting reconfiguration file into the FPGA. Having obtained reconfiguration microcode (see Section 4.2.5), we can mark the sections responsible for
reconfiguring certain parts of the FPGA. We show a higher level representation
of the reconfiguration microcode in Table 5.2 since showing it at microinstruction level does not provide any insight.
setup datapaths from register file towards input registers
setup the input registers
setup the substitution datapaths
setup the intermediate registers
setup datapaths towards multipliers
setup multiplier 1
setup multiplier 2
setup multiplier 3
setup multiplier 4
setup the exor
setup datapaths towards addition structure
setup the addition structure
setup the pre-result register
setup datapath from exor towards end result register
setup end result register
setup datapath from result register towards register file
end op

Table 5.2: A high-level reconfiguration microcode.
The reconfiguration microcode shown in Table 5.2 reflect the structure of reconfiguration microcode and differs from the actual bitstream to configure an
FPGA since current FPGAs require a serial loading of reconfiguration data2 .
2

We must iterate that the exploration of such reconfiguration data and actual translation to
reconfiguration microcode is a topic for future work at this moment. The example used in this
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However, assuming that such high-level reconfiguration microcode can be extracted it must be clear that it opens possibilities to store certain microcode at
different locations (either ‘fixed on-chip’ or ‘in main memory and paged into
the on-chip storage’).
The design of the 64-bit multiplier depicted in Figure 5.4 is assumed to be
synchronous and therefore it needs additional control to initiate each stage
of the design at each clock cycle. For this purpose, we provide execution
microcode of which a high-level representation is given in Table 5.3.
load
exor
substitute
multiply
add
substitute
end op

the input values from register file
the two sign bits
the sign bits with zeroes
sub-fields
the remaining intermediate results
the most significant bit with new sign bit

Table 5.3: A high-level execution microprogram

5.3

Partial Reconfiguration: DCT & Huffman

In this section, we focus on the utilization of partial reconfigurable hardware
in supporting coarse-grain reconfiguration. As an example, we have chosen to
target two widely used performance limiting multimedia operations, namely
the Discrete Cosine Transform (DCT) and the Huffman encoding. In this example, we intend to only show the possibility of utilizing coarse-grain reconfiguration in supporting multimedia operations when implemented in reconfigurable hardware. We refrain from showing any reconfiguration microcode
since partial reconfigurability is an enabling technology or implementation
method to better facilitate coarse-grain reconfiguration. The concept of coarsegrain reconfiguration and resulting reconfiguration microcode partitioning was
already discussed in Section 5.2. Furthermore, we will not present the execution microcode except by describing the microinstructions needed to control
the DCT and Huffman implementations. In addition, in this example we utilize
some exchange registers (XREGS) to pass arguments and results between this
described implementations and the applications as described in Section 4.2.
section assumes that commonalities can be found in such data (due to the utilization of common
basic blocks in FPGAs) in order to generate the shown high-level reconfiguration microcode.
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Finally, both implementations assume a direct connection to the main memory allowing data streaming. In the remainder of this section, we describe a
logical partitioning of the two multimedia operations we considered. The partitioning is intended to enable coarse-grain reconfiguration. The multimedia
operations are decomposed into common functionalities that we place inside
common building blocks.

XREGS
DCTLoad

DCTExec

Block
Buffer

Output
Buffer

Control
DCT
Algorithm

M
E
M
O
R
Y

DCTStore
DCT Implementation

Figure 5.5: DCT implementation internal organization.
DCT Implementation: After examining the DCT operation, we determined
that it can be performed serially in three stages: DCT Load, DCT Exec, and
DCT Store. The data-flow within the DCT implementation is triggered by
the three abstract microinstructions depicted in Figure 5.5. The DCT Load
microinstruction loads an 8 × 8 block of pixel values from the main memory
into the Block Buffer of the DCT FU. In the case of MPEG, it is also possible to load pixel differences resulting from the motion estimation operation.
The memory address of the first pixel (pel) value in the block is fetched from
XREG 2. The Block Buffer provides a temporal storage for the block of pel
values (or, pel differences) and also serves as implicit input operand for the
DCT Exec microinstruction. The DCT Exec microinstruction performs the
actual DCT operation as depicted in Figure 5.5. Due to the wide range of
possible DCT algorithms, XREG 1 is used to select a DCT algorithm. After
issuing the DCT Exec microinstruction, the results of the DCT operation are
stored in the Output Buffer block which serves as input to the DCT Store mi-
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croinstruction. The DCT Store microinstruction stores the DCT coefficients
directly into the main memory. The memory address where to store the first
DCT coefficient is stored in XREG 2. This results in that the original input
values are overwritten by new values.

XREGS
LoadBlock

HEncode

Block
Buffer

Output
Buffer

PrevDC

Control

Huffman
tables

M
E
M
O
R
Y

Control2
MoveResult

Huffman
Implementation

XREGS
Figure 5.6: Huffman implementation internal organization.
Huffman Implementation: Similar to the previously described DCT operation, we determined three new microinstructions for the Huffman encoding
operation: LoadBlock, HEncode, and M oveResult. The data-flow within
the Huffman implementation triggered by the three microinstructions is depicted in Figure 5.6. The LoadBlock microinstruction loads an 8 × 8 block of
quantized DCT coefficients into the Block Buffer of the Huffman implementation. The memory address of the first quantized DCT coefficient in the block
is stored in XREG 2. The Block Buffer provides a temporary storage for the
block of quantized DCT coefficients and also serves as implicit input operand
for the HEncode microinstruction. The HEncode microinstruction performs
the actual Huffman encoding using additional data and two sets of two Huffman tables. XREG 3 contains the DC value3 of the previous block and XREG
4 selects which set of Huffman tables to use: luminance or chrominance. After
issuing the HEncode-instruction, the value in XREG 3 is stored in the block
3

See Section 2.2.4.
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PrevDC and the value in XREG 4 is stored in the block Control. The results of
the Huffman encoding process are stored into the Output Buffer block which
serves as input to the M oveResult microinstruction. The M oveResult microinstruction places the output values in the Output Buffer into the XREG 7
and XREG 8. This method is not optimal, but was dictated by the application
code. Moreover, no other solution was sought after, because we intend to only
show the viability of coarse-grain reconfiguration and not to achieve the best
implementation. This method stores each entry in the Output buffer one by
one into the two XREGS until the Output buffer becomes empty. This fact
is signaled via the XREG 6 as follows: whenever the Output buffer is empty,
XREG 6 is set to one, otherwise it is set to zero. This mechanism is depicted
in Figure 5.6 as a second control unit Control2.
Mincroinstruction
DCTLoad
DCTExec
DCTStore
LoadBlock
HEncode
MoveResult

Function
Load 8 × 8-block from memory starting at address XREG 2.
Perform DCT encoding using DCT algorithm specified in
XREG 1.
Store 8 × 8-block to memory starting at address XREG 2.
Load 8 × 8-block from memory.
Perform Huffman encoding using previous DC value in
XREG 3 and Huffman table set specified by XREG 4.
Store one result into registers XREG 7 and XREG 8.
If XREG 6=1, then no more results are present in the
output buffer.

Table 5.4: Proposed microinstructions.
All the microinstructions we introduced in this section are summarized in Table 5.4. To conclude this section, we illustrate how the coarse-grain reconfiguration method works using the previously discussed DCT and Huffman FU
implementations. We can immediately identify three common blocks in Figures 5.5 and 5.6: Block buffer, Output buffer, and Control. We assume that
the CCU was configured as the Huffman FU implementation and that we want
to reconfigure it to the DCT FU implementation. In this case, the block Huffman tables needs to be replaced by the DCT Algorithm block. The blocks
PrevDC and Control2 do not need to be flushed as changing the interconnections will render them useless for the DCT implementation. The fact that these
two blocks still reside in the CCU diminishes the reconfiguration latency when
the CCU needs to be reconfigured to the Huffman implementation again as
only their interconnections need to be restored.
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5.4

Sum of Absolute Differences Implementation

In this section, we highlight the design of a function called sum of absolute
differences, which is utilized in the architectural analysis in the next chapter.
First, we investigate the function itself and determine the logical (pipeline)
stages for the design. Then, we describe the organization of the design without delving into VHDL specifics. Finally, we present example execution microcode to control the introduced design. We have to note that the theoretical
background of the design is taken from [89].

5.4.1

SAD Description

An important operation found in many block-based motion estimation algorithms is the mean absolute difference (MAD). The MAD operates on a block
that is 16 × 16 pels that is commonly referred to as macroblock. The MAD is
calculated as follows:
M AD(x, y, r, s) =
15 X
15
X
SAD(x, y, r, s)
1
|(A(x+i,y+j) − B((x+r)+i,(y+s)+j) )| =
256
256
i=0 j=0

with 0 ≤ x, y < framesize
with (r, s) being the motion vector
with A(x,y) being a current frame pel at (x, y)
with B(x,y) being a reference frame pel at (x, y)
The vector (x, y) denotes the location of the to be encoded macroblock in
the current frame. Both x and y are multiples of 16 due to the fact that the
blocksize is 16 × 16. The (motion) vector4 (r, s) denotes the location of the
macroblock to be used as a prediction in the reference frame relative to the
location of the to be encoded macroblock in the current frame. Due to the
computational simplicity of the MAD, it is being used more often than the
mean square error (MSE) metric (see Section 2.2.8). The division by 256 in
(binary) computer arithmetic is translated into a simple shifting by 8 bits of the
final SAD result. Therefore, we solely focus on the SAD in the remainder of
this section. From the previously given equation, it must be clear that the two
4

The values r and s are not multiples of 16 as the granularity of the search area is at the pel
level.
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summations (Σs) within the SAD can be calculated in several ways: serial, per
row, or per column. The serial approach entails the calculation of all absolute
operations (either in parallel or one-by-one) followed by a serial calculation of
the summations by keeping a running sum. The per row approach entails first
calculating the intermediate sum of all the rows5 (Σi ) followed by a second
summation of all the intermediate sums. The per column approach is exactly
the same as the per row approach with the only difference being the indexing
of the pels in the first summation (Σj ). The main benefit of the per row and
per column approaches is that they can be extended to speed up the SAD by
performing all the initial summations in parallel. Therefore, we disregard the
serial approach and have chosen to utilize the per row approach in this section.
The reason for choosing the per row approach over the per column approach
is because pel data is stored in consecutive locations in the main memory.
This alleviates the need for special reordering hardware. The complete SAD
operation can be rewritten to:
SAD(x, y, r, s) =

15
X

SAD16j (x, y, r, s)

j=0

with the SAD16j being defined as:
SAD16j (x, y, r, s) =

15
X

|A(x+i,y+j) − B((x+r)+i,(y+s)+j) |

i=0

with 0 ≤ x, y < framesize
with (r, s) being the motion vector
with A(x,y) being a current frame pel at (x, y)
with B(x,y) being a reference frame pel at (x, y)
In the remainder of this section, all data units Ai and Bi are considered to be
unsigned 8 bits numbers. Subtraction of two unsigned numbers A and B is
performed by adding A with a bit inverted B (B = 2n − 1 − B) and a ‘hot’
one: A + (2n − 1 − B) + 1 = 2n + A − B. Assuming that B ≤ A, the
resulting carry (2n ) of the addition can be ignored. The SAD16j operation
can be performed in three steps:
• Compute (Ai − Bi ) for all 16 × 1 pel locations.
5

This can be done similar to the serial approach, but now only for a single row.
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• Determine which (Ai − Bi )’s are negative, i.e., when no carry was generated and compute (Bi − Ai ) instead if this was the case.
• Add all 16 absolute values together.
This approach requires one addition in the first step and an occasional second
addition in the second step. In [89], another approach was introduced to parallelize and speedup the SAD16 operation without the uncertainty of the second
step.

5.4.2

The VHDL Implementation

In the previous section, we have introduced a widely used metric in video
coding, namely the sum of absolute differences (SAD). The SAD can be implemented in several ways: serial, per row, or per column. In this section,
we focus on the SAD16 operation that performs the SAD on one row of a
macroblock (16 × 1). All the input values are 8-bit unsigned binary numbers.
By iteration or parallel execution of the SAD16 operation, the complete SAD
operation for the 16 × 16 macroblock can be performed. In this section, we
discuss the VHDL implementation of SAD16 operation using a method introduced in [89] and present the results afterwards. First, we discuss the steps
necessary to perform the SAD16 operation in more detail:
• Determine the smallest of the two operands As suggested in [89], it is
only necessary to determine whether A+B produces a carry or not. This
means that it is not necessary to implement a full 8-bit adder, because it
suffices to utilize a small part of the carry-lookahead logic.
• Invert the smallest operand If no carry was produced, B must be inverted, otherwise, A must be inverted. This is done by utilizing an exor.
• Pass both operands to an adder tree After inverting either A or B, the
operands must be passed to an adder tree. Thus, the values (A, B) or (A,
B) are passed further.
• Add a correction term to the adder tree Also discussed in [89], an
additional correction term of 16 must be added to the adder tree.
• Reduce the 33 addition terms to 2 All 33 addition terms (16 × 2 + 1
correction term) must be reduced to 2 terms before the final addition can
be applied. This can be done using an 8-stage carry save adder tree using
243 carry save adders. This results in two term as depicted in Figure 5.7.
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Figure 5.7: The resulting terms after the adder tree.
• Add the remaining two terms using an adder The final two addition
terms are added using a 8-bit carry-lookahead adder for the most significant bits. The result is a 13-bit unsigned binary number. However, as
stated in [89], the most significant bit of this result can be disregarded
resulting in a final 12-bit unsigned binary number.
In Figure 5.8, the first three steps are depicted. The determination whether the
addition A + B generates a carry is performed without actually calculating the
addition. Instead, this is achieved by only utilizing certain parts within a carry
lookahead adder that calculate the carry. The resulting carry and inverted carry
are fed to two exors that will invert the correct term.

A

B
Invert

Carry_generator

Carry

Carry

Exor

Exor

A_out

B_out

Figure 5.8: The first three steps.
The inversion of either As or Bs for all 16 “first three steps” can be carried out
in parallel and can be fed to an adder tree in parallel as depicted in Figure 5.9.
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Figure 5.9: The SAD16 operation.
Figure 5.9 depicts the complete SAD16 operation that has been implemented
in VHDL. Next to the parallel execution of the first three steps, the figure also
depicts the addition of a correction term of 16, the 33 → 2 reduction tree,
and the final 2 → 1 reduction. The implementation is synchronous and fully
pipeline-able. Each phase of the SAD16 can be initialized by a microinstruction resulting in the execution microcode given in Table 5.5. In the case that
the control needs to be more detailed, e.g., more stages were used in the design of the SAD unit, each stage can then be initialized by its corresponding
microinstruction.
setup the correction term
load the 32 data values
determine the smallest of the two operands
invert the smallest operand
pass both operands to the adder tree
reduce 33 addition terms to 2
add remaining 2 terms
end op

Table 5.5: An example SAD16 execution microcode.
The described SAD16 implementation can be used to calculate the complete
16 × 16 SAD as follows:
• When optimizing for speed, we can replicate the SAD16 unit 16 times
as depicted in Figure 5.10. In this figure, the 2 → 1 reduction in the
SAD16 unit must be disabled, because it is a time-consuming operation
compared to a single reduction stage of the ensuing reduction tree. The
2 → 1 reduction takes several clock cycles to perform. Passing the
two results directly to the 32 → 2 reduction tree only results in one
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additional clock cycle. The resulting two operands from this reduction
tree are added using another 2 → 1 reduction.
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Figure 5.10: A 16 × 16 SAD.
• When optimizing for area, we can re-use the SAD16 unit as depicted in
Figure 5.9. Instead of performing the 2 → 1 reduction for each row, the
two terms are buffered until the whole macroblock has been processed.
Then, all the buffered 32 terms are inserted into 33 → 2 together with a
correction term of 0. This is followed by the final 2 → 1 reduction. We
have to note that the bit widths of both the 33 → 2 reduction tree and
the 2 → 1 must be extended to support larger binary numbers.
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In the case that a 16 × 16 needs to be performed all 16 SAD16s can be controlled by the execution microcode given in Table 5.6. The parallel control
of all 16 SAD16 units achieved by utilized horizontal microinstructions indicated as follows: microinstruction16 .
setup16 the correction term
load16 the 32 data values
determine16 the smallest of the two operands
invert16 the smallest operand
pass16 both operands to the adder tree
reduce16 33 addition terms to 2
reduce remaining 32 terms
add remaining 2 terms
end op

Table 5.6: An example 16 × 16 SAD execution microcode.
When optimizing for area, it is possible to call the execution microcode in
Table 5.5 16 times without the final addition (referred to as: updated SAD16
microcode). The execution microcode is given in Table 5.7.
setup counter to 16
execute the updated SAD16
BACK when counter > 0 & decrease counter by one
setup the correction term to 0
reduce 33 addition terms to 2
add remaining 2 terms
end op

Table 5.7: An example SAD16 execution microcode.
The execution microcode in Table 5.7 is much more compact, because the
updated SAD16 execution microcode can be used. Therefore, in a real implementation, we envision for example the updated SAD16 microcode to be
stored in the on-chip fixed storage within the ρ-Control Store.

5.5

Conclusion

In this chapter, we discussed several implementation examples of multimedia operations from simple binary addition to the sum-of-absolute-differences
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(SAD). All these operations can be found in many image and video compression algorithms. While the design of a complete image or video compression scheme is out of the scope of this dissertation, we have highlighted the
main characteristics of the described implementations in relation to their ρµcode. First, we introduced a binary adder implementation that showed a simple
way of using the p-set phase in combination with the c-set phase. In this example, the design utilized small building blocks and is therefore referred to
as a fine-grain reconfiguration. Second, we introduced a multiplier that utilizes bigger common blocks (compared to the first example) and thereby introducing coarse-grain reconfiguration. Furthermore, it is shown that this opens
possibilities in separating reconfiguration microcode into frequently used and
less-frequently used microcode. Third, we described a partial reconfiguration
example by introducing an even higher-level coarse-grain reconfiguration possibility between a DCT implementation and a Huffman implementation. It
can be observed in both implementations that they exhibit commonalities that
can be taken advantage of by coarse-grain reconfiguration. Finally, an extensive example SAD implementation was given together with its execution
microcode. The SAD implementation is also used in the architectural analysis
described in Chapter 6.

Chapter 6
Performance Evaluation

O

ur approach introduced in Chapter 4 utilizes ρµ-code to support
the augmentation of reconfigurable hardware to any programmable
processor. We showed that reconfiguration latencies can be hidden
by early scheduling of a set instruction before the execute instruction. At the
same time, such latencies can be reduced by providing fixed and pageable
on-chip storage of ρµ-code. Due to the fact that the set and execute instructions only point to the location of ρµ-code, we only need to introduce two new
instructions. In order to better conceptually support partial reconfigurability,
we introduced a third instruction in Section 4.2.2. Due to the limited number
of newly introduced instructions, the instruction decoding is expected to
increase only slightly.
In this chapter, we discuss the performed architectural analysis in order
to show the performance potential of our proposed approach in multimedia
processing. To this end, we have taken two well-known multimedia benchmarks, ijpeg and mpeg2enc, and ran them on the cycle-accurate sim-outorder
simulator from the Simplescalar Toolset (version 2.0) providing a base
performance case. Subsequently, we modified the simulator to reflect our
approach and to accept the two new instructions, set and execute. Furthermore, we modified the two benchmarks by substituting several well-known
time-consuming multimedia functions with set and execute instructions and
the required input/output interfaces. Finally, performance results from the
new case are compared to the base case.
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6.1

Framework

In this section, we describe the architectural analysis framework in which we
investigated the performance potential of our approach in multimedia processing. In this framework, we have utilized the cycle-accurate sim-outorder simulator and several tools from the Simplescalar Toolset (version 2.0) [6] and two
well-known multimedia benchmarks, ijpeg [24] and mpeg2enc [20]. In short,
we compiled both benchmarks (written in C) to Simplescalar executables. By
executing these two executables in the sim-outorder simulator, we established
a base performance level by noting several performance metrics. Then, we
modified the sim-outorder simulator to reflect our approach and incorporated
two new instructions (set and execute) and the input/output interface1 into
both benchmarks. Finally, through execution of the modified benchmarks executables in the modified sim-outorder simulator, new performance data were
noted and compared to the base performance level. A more detailed description of the above-mentioned elements within the framework is described in the
following. First, we describe the main specifics of the Simplescalar instruction
set architecture:
• The Simplescalar architecture is derived from the MIPS-IV [65].
• There are no architected delay slots: loads, stores and control transfers
do not execute the succeeding instruction.
• The instruction format is extended to 64 bits and three instruction encodings are supported (depicted in Figure 6.1).
16-annotate

16-opcode

16-annotate

16-opcode

16-annotate

16-opcode

8-rs

8-rt

8-rs

8-rt

8-rd

8-ru/shamt

Register format
63

32 31

0

16-imm

Immediate format
63

32 31

8-unused

0

24-target

Jump format
63

32 31

0

Figure 6.1: Three instruction formats in Simplescalar.
The purpose of the annotate field is to allow the inclusion of new instructions by annotating existing instructions. This approach eliminates the
1

See Figure 4.1.
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need to change the assembler when new instructions need to be included
in the instruction set.
In our framework, we require a simulator that is able to provide accurate performance metrics, e.g., the number of execution cycles, in order to evaluate
our approach, i.e., augmenting a programmable processor with reconfigurable
hardware, in comparison to programmable processor only case. Furthermore,
the simulator must allow us to verify the functionality of our approach. The
sim-outorder simulator of the Simplescalar Toolset2 (v2.0) is a cycle-accurate
and functional simulator that suits our requirements. In the following, we
present the main characteristics of the sim-outorder simulator:
• Out-of-order issue and execution are supported, based on the Register
Update Unit [78].
• The base machine comprises the following units: 4 integer ALUs,
1 integer MULT/DIV unit, 4 floating-point adders, 1 floating-point
MULT/DIV unit, and 2 memory ports (Read/Write).
• A 6-stage pipeline has been implemented and is depicted in Figure 6.2.
In the fetch stage, instructions are fetched from an instruction cache (ICache) line according to a line predictor. The number of instructions
fetched never exceeds the number of instructions per cache line or the
machine instruction bandwidth. In the dispatch stage, instruction decoding and register renaming is performed. More specifically, a number of
instructions (depending on the dispatch width) are taken from the fetch
queue and placed in the scheduler queue. In the issue stage, register and
memory dependencies are tracked. For example, ready loads are halted
until all previous stores have resolved their addresses. When no store
matches the current load, the load is sent to the memory system. In the
execute stage, functional units’ availability is checked and instructions
(up to the issue width) are fetched from the scheduler and are issued to
their functional units. Furthermore, when instructions finish their execution (after the functional units’ latency), writeback events are scheduled.
In the writeback stage, dependencies are checked by marking instructions that are dependent on the currently executed one(s) as ‘ready to be
issued’. In the commit stage, instructions are committed in-order and
results are written to the architected register file.
2
The Simplescalar Toolset comprises a multitude of simulators that are intended to investigate other processor-related issues, e.g., cache performance. In this section, we only describe
the sim-outorder, because describing each simulator is out of this dissertation’s scope.

122

C HAPTER 6. P ERFORMANCE E VALUATION

Fetch

I-Cache

Dispatch

Scheduler

Execute

Memory
scheduler

Mem

Virtual Memory

D-Cache

Writeback

Commit

D-TLB

Figure 6.2: The 6-stage pipeline in sim-outorder.
The base sim-outorder simulator represents a general-purpose processor with
standard functional units. In order to better reflect our approach, we modified
the simulator as follows:
• A new functional unit has been included that reflects the reconfigurable
unit as presented in Figure 4.3. Since we only investigate the performance potential of our approach from the architectural point of view, i.e.,
the inclusion of new instructions, details regarding the technological implementation of the reconfigurable unit were not considered. Therefore,
only the interface as seen by the programmer has been implemented in
the simulator. Furthermore, variable latencies can be specified regarding
reconfiguration microcode loading time (RLT), hardware reconfiguration time (RT), execution microcode loading time (ELT), and execution
time (ET). We have to note that ρµ-code simulation is not required and
therefore has not been implemented as such.
• The pipeline stages have been modified in order to detect the new set and
execute instructions and to perform action(s) accordingly when fetched,
issued, etc.. Due to the existence of the annotate field, no new instructions needed to be incorporated and thus no changes were required in
the Superscalar assembler. In our case, it was only required to modify
the annotate field in the Simplescalar assembly code and to incorporate
the detection of this field in the sim-outorder simulator.
In order to show the performance potential of our approach, we target several well-known compute-intensive and time-consuming multimedia functions, e.g., discrete cosine transform (DCT) and Huffman coding. As already
mentioned, in this architectural performance analysis we do not require detailed knowledge regarding actual reconfiguration and execution microcode of
the targeted functions. However, in order to better reflect real-life performance
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gains, we ‘loosely’3 implemented them by writing VHDL code and synthesizing that code to a specific FPGA structure. The purpose was to obtain rough
performance data like operating frequency and the number of cycles in order to
reflect them in the simulator through normalization (explained in Section 6.3).
Previously, we described the sim-outorder simulator and its modifications. As
already mentioned, the performance analysis entails the comparison of performance data after running both the previously mentioned benchmarks on the
unmodified and modified simulators. In the latter case, the benchmarks need
to be adapted4 :
• An execute instruction is inserted to substitute the code that represents
the targeted functions. Furthermore, code is inserted in order to communicate the function’s input parameters and results between the reconfigurable hardware implementation and the remainder benchmark
code. We have to note that we did not incorporate the exchange registers (XREGS). The main reason is that the targeted functions did not
require to communicate an extensive number of arguments or results.
• A set instruction is inserted in order to initiate the reconfiguration process of the reconfigurable unit. The set instruction is manually inserted
in the modified benchmark code such that the distance between the set
and its corresponding execute instruction is large enough to hide most
of the hardware reconfiguration time. Care must be taken that no set instruction is inserted before another non-corresponding execute instruction. This is due to the fact that in our approach by only pointing to
ρµ-code, the execution microcode has no method to determine whether
the reconfigurable hardware is configured to the correct implementation
or not. A possible method to circumvent this (minor) issue is to assign identification tags to implementations. In this way, the execution
microcode can easily detect whether the correct implementation is configured on the reconfigurable hardware.
• Large arrays representing the needed ρµ-code were inserted in the
benchmark code in order to reflect the initialization of ρµ-code in the
main memory. Due to the fact that no actual ρµ-code is needed, we inserted bogus data in the arrays except for the first few entries. These
3

The implementations were functionally verified to be correct, but we are aware that these
implementations are in no way optimal. We have to note that it was not the intention of the
research described in this dissertation to obtain optimal multimedia implementations on specific
reconfigurable hardware structures.
4
A conceptual representation of the final benchmark code is depicted in Figure 4.2.
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entries are used to identify the type of microcode and its supposed functionality. By pointing to these arrays by the set and execute instructions, the modified sim-outorder simulator will perform the required actions. We have to note that in order not to rewrite code and to maintain
the same functional behavior, we actually migrated code5 of the targeted
functions from the benchmarks into the sim-outorder simulator.

In this section, we highlighted several main characteristics of the Simplescalar
instruction set architecture together with the cycle-accurate and functional simoutorder simulator from the Simplescalar toolset. Then, we discussed the modifications to the sim-outorder simulator in order for it to reflect our approach.
Finally, the modifications to the benchmarks were discussed. In the next section, we present the assumptions made in the performance evaluation.

6.2

Assumptions

In this section, we discuss the assumptions made prior to running any simulations in our architectural analysis:
• We utilize two multimedia benchmarks, ijpeg and mpeg2enc, for which
we assume the following:
– As data sets for the benchmarks we have used:
∗ For ijpeg, we have four pictures taken from the SPEC95
ijpeg benchmark. Each picture differs in resolution and content, we consider the following:
· testimg, 277 × 149
· specmun, 1024 × 688
· penguin, 1024 × 739
· vigo, 1024 × 768
∗ For mpeg2enc, we have taken the set that came with the
benchmark consisting of three frames.
– For both benchmarks, the well-known shortcut before the IDCT
operation has been removed in order to obtain a fair comparison.
The shortcut detects whether certain DCT coefficients are zero. In
the case that this is true, the output values can be easily determined.
5

Conceptually, this code can be perceived as execution microcode similar to CASE 2 in
Section 3.2. This is purely coincidental since the migration was born out of practical reasons.
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• We are interested in a realistic scenario, not just maximum potential performance. To achieve a realistic comparison, we targeted the FLEX20K
family of FPGAs from Altera Corp. and used the following software:
– FPGA Express from Synopsis, build 3.4.0.5211.
– MAX+PLUS II, version 9.23 baseline.
• We assume that the base superscalar machine is clocked at 1 GHz. Given
that cycles in a reconfigurable hardware structure are longer than the
cycles in a hardwired machine, we determine the base machine cycles
required for the reconfigurable hardware structure using normalization.
The assumed normalization can be explained via an example. Assume
that the execution on the reconfigurable hardware takes 2 cycles and that
the estimated clock frequency is 200 MHz. We normalize to the superscalar cycles by multiplying the 2 cycles by 5 as the cycle of the reconfigurable unit is 5 times slower than the hardwired counterpart. That is in
our evaluation, the reconfigurable instruction takes 10 machine base machine cycles rather than 2 reconfigurable hardware cycles to complete.
• We assume that no partial reconfiguration is possible meaning that no
distinction is made between p-set and c-set instructions. This is the
worst case assumption for our approach providing a low bound for our
schemes performance gains.
• In regard to the reconfigurable unit, we assume the following:
– Since we do not assume partial reconfiguration, the reconfigurable
unit only accepts set and execute instructions.
– The CCU is only large enough to contain one implementation, i.e.,
only one of the targeted multimedia functions can be performed by
the CCU at one time.
– All ρµ-code must be loaded at least once in the ρµ-code unit. Thus,
we assume no fixed on-chip storage. This is a worst-case scenario
for our proposed approach.
– The pageable storage is only large enough to contain at most four
complete ρµ-codes. This is different from the previously introduced module-based storage and execution of ρµ-code. However,
it was not the intend of this investigation to evaluate the ρ-Control
Store execution or caching schemes. Therefore, such details were
not included.
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– The loading of ρµ-code is performed through existing memory
ports which means that they cannot perform other operations when
loading ρµ-code. Due to the fact that we do not have access to real
ρµ-code, we have assumed (different) loading times (in 1 GHz cycles) for reconfiguration and execution microcode and these are
presented in Table 6.1. In the same table, the hardware reconfiguration time is presented. The seemingly small number of cycles to
reconfigure the hardware is due to the fact that we assume small reconfigurable hardware structures in which to fit our multimedia implementations. The values between brackets are the default values.
There is no default value for the execution time since this value depends on the implementation and is determined via approximation
through VHDL implementation and synthesis as described in the
next section.
abbreviation
RLT (1000)
RT (1000)
ELT (100)
ET

description
reconfiguration microcode loading time
reconfiguration time
execution microcode loading time
execution time

Table 6.1: ρµ-Code loading and execution times.
– The loading and storing of data occurs through existing memory
ports which have a bandwidth of 32 bits per clock cycle.

6.3

Performance Results

In this section, we describe the results of the architectural performance analysis by focusing on the following four multimedia operations: sum-of-absolutedifferences (SAD), 2-dimensional (2D) discrete cosine transform (DCT), inverse 2D DCT, and variable length coding (VLC). First, we derive performance estimates (in terms of clock cycles) of the four multimedia operations’
implementations based on the synthesis results of their building blocks. This
was purposely done in order quickly enable the architectural analysis. Consequently, in the performance analysis we have included a wider variety of
possible clock cycles in order to capture faster and slower design possibilities. Subsequently, we discuss the ijpeg benchmark results followed by the
mpeg2enc benchmark results.
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Area and speed estimates: As already mentioned, the first stage in estimating
the performance potential of our approach we decided to estimate the possible
clock speeds of four implementations performing the mentioned four multimedia operations. As already mentioned, we opted to only design (smaller)
building blocks that constitute the multimedia implementations in question.
The reason is because our main purpose is to determine performance potential
of our approach and not to derive optimal multimedia implementations. Therefore, we have estimated the performance of the four implementations (in terms
of clock cycles) based on the clock speed of three building blocks presented in
Table 6.2.
operation

area

16x1
SAD
16x16
multiply
32-bit
adder

1699 LUTs
1482 LUTs
382 LUTs

clock cycles
(clock speed)
19
(197 MHz)
12
(175 MHz)
5
(193 MHz)

Table 6.2: Area and speed estimates.
Column one displays the operations performed. Column two presents the area
that is required to implement the operations on an Altera APEX20K FPGA
chip. Column three displays the number of clock cycles that the implemented
operation needs to produce its result. The number in parentheses display the
maximum possible clock speed that was attainable as presented by the synthesis software. We must note that the implementations used are not optimal.
These implementations were only used to provide us with good estimations of
the number of clock cycles to use in the to be discussed simulations. Better
implementations will even yield higher performance increases.
For the SAD operation, we wrote a VHDL model of the SAD16 unit as discussed in Section 5.4 that performs the 16 × 1 SAD operation. This unit produces the first result (of the first row) after 19 clock cycles and due to its
pipelined nature, subsequent results (of remaining rows) are produced each
cycle hereafter. Assuming that a 3-to-2 reduction of these (intermediate) results is performed in the cycles afterwards and the final 2-to-1 addition, the
complete SAD can be performed in 39 cycles. Through normalization using a
multiplication factor of 6, we estimated the SAD implementation to take 234
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1-GHz clock cycles. For the DCT and IDCT cases, we did not write a complete VHDL model in order to estimate its area and clock speeds. Instead,
we opted to estimate the area of the implementation based on the area and the
performance of a 16x16 multiplier and a 32-bit adder and implemented the
algorithm presented in [56]. The resulting number of 1-GHz clock cycles after normalization is 282. Finally, the VLC case also requires special attention
as also no VHDL model was written for it to estimate its area requirements.
Instead, we obtain the higher bound on the area requirement by multiplying
the total number of entries in the tables by their respective longest length VLC
code. Since the VLC operation depends very much on the coarseness of the
quantization step preceding it, it is not possible to calculate a single number of
clock cycles that applies to all cases. Instead, we opted to simulate the VLC
using a wide range of possible clock cycles in order to get an insight of the
benefits of utilizing such an implementation in the CCU.
Simulation results of ijpeg benchmark: In this section, we discuss the
ijpeg benchmark results. The benchmark consists of an encoder and a decoder. The encoder results for different input images are depicted in Figures 6.3 and 6.4.
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Figure 6.3: ijpeg encoder results for testimg and specmun.
In both figures, we depict the total number of execution clock cycles of the
modified benchmark (utilizing reconfigurable hardware) in comparison to the
reference (software only) case. The results concern the utilization of the DCT
only, the VLC only, or both implementations at the same time. The results
were obtained by varying the execution time of both implementations in order
to gain more insight into the performance potential of other more/less efficient
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Figure 6.4: ijpeg encoder results for penguin and vigo.
implementations. For the DCT implementation, varying the ET-value between
20 and 400 clock cycles it is possible to reduce the total number of execution
clock cycles between 31% and 25%. Assuming our implementation (ET =
282) for the DCT, the reduction is about 27%. For the VLC implementation,
the reduction is between 8% and 3%. By allowing the CCU to be configured to
either the DCT or the VLC implementations in run-time, a reduction of almost
30% is achieved. In this case, we have assumed an ET-value of 200 clock
cycles for the VLC implementation. We can clearly see that the hardware
reconfiguration time could not be completely hidden. Therefore, it still has a
certain impact on the overall performance by the fact that the reduction is not
additive (27.0% + 6.1% > 29.9%).
Figure 6.5 depicts the results of the ijpeg decoder results. In this case, the
results of utilizing the VLC implementation are not depicted since their reduction in the total number of execution clock cycles is negligible. Therefore, only
the results concerning the inverse DCT implementation are depicted. Varying
the ET-values between 20 and 400 clock cycles, the total number of execution
clock cycles is reduced by between 38% and 28%. Using the same ET-value,
i.e., 282, for the IDCT as for the DCT, the reduction is on average 32%.
Besides looking at the total number of execution clock cycles, we have also
taken a look at: the total number of executed instructions, the total number of
executed loads, the total number of executed stores, and the total number of
executed branches. Figure 6.6 presents the simulation results after running the
ijpeg encoder with the vigo picture serving as input picture.
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Figure 6.5: ijpeg decoder results.
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Figure 6.6: Other ijpeg encoder metrics.
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In Figure 6.6, it can be observed that the total number of executed instructions is decreased when utilizing either the DCT or VLC implementation. The
decrease is small in the VLC implementation case, because it is replacing a
smaller amount of instructions when compared to the DCT implementation
case. Therefore, any gain achieved has a smaller impact on the total number
of executed instructions. Given this observation, the second result regarding
the total number of executed branches is quite remarkable since in the VLC
implementation case, it could be reduced by about 25%. The reduction in the
number of executed branches for in the DCT implementation case is less significant, since it possibly entails many sequential operations to be performed.
This observation is verified to be true after investigating the ijpeg benchmark
code. As for the reduction of the number of executed loads, we can clearly observe that in the DCT implementation case, the reduction is about 44%. This
can be explained by the fact that when executing the original benchmark code
not enough registers are present to store all the intermediate results creating
unnecessary memory traffic. In our DCT implementation, we have assumed
enough storage for a single basic block that reduced the amount of unnecessary memory traffic. Due to the same reason, we also observe a decrease in
the number of executed stores for the DCT implementation. In the VLC implementation case, the reduction in the number of executed loads is negligible,
because data stored in main memory must be loaded the same number of times
as in our implementation. However, we can clearly observe an increase in the
number of executed stores. This is the result of a work-around6 in the modified
benchmark requiring two more stores per run-level pair being encoded.
Simulation results of mpeg2enc benchmark: In this section, we discuss the
results after running the original and modified mpeg2enc benchmarks on the
sim-outorder simulator. The mpeg2enc benchmark is a software implementation of a possible MPEG-2 video encoding scheme. In this discussion, we
have intentionally left out the simulation results concerning both the IDCT and
the VLC implementations as they did not contribute much to the performance
increases. It must be noted that in the MPEG-2 video encoding scheme the
IDCT (together with an inverse quantization step) is being used to decode encoded frames in order to provide the motion estimation with decoded frames.
This is done in order to diminish the differences between the original frames
entering an MPEG-2 encoder and the decoded frames produced by an MPEG6
The generation of variable length codes for run-level pairs is performed by a function called
emit bits in the original benchmark. The work-around was the result of the fact that we did
not implement direct writeback of the VLC results to main memory. Instead, we utilized this
emit bits function.
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2 decoder (see [28]). Furthermore, the software implementation of the IDCT
in the mpeg2enc benchmark is based on the Chen-Wang 1-dimensional IDCT
algorithm [95] which requires only 11 multiplications and 29 additions which
is considerable less than the straightforward implementation of the DCT in
the mpeg2enc benchmark. Concluding, both the IDCT and VLC implementations substitute code that only constitutes a small computational part in the
mpeg2enc benchmark. On the other hand, the DCT and SAD operations constitute many of the total number of execution clock cycles and are therefore the
prime targets of our investigation.
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Figure 6.7: mpeg2enc benchmark results.
From the results presented in Figure 6.7, we can see that the biggest contributor to the overall performance gain is the SAD implementation which is almost
able to increase the performance by a factor of 2 (when a faster implementation is assumed). Using our SAD implementation (ET = 234) results in a more
moderate reduction of the number of execution clock cycles by 20.0%. Using our DCT implementation (ET = 282), the reduction in the total number of
execution clock cycles is 12.5%. In the same figure, we can observe that the
decrease in the total number of execution clock cycles remains apparently the
same for a wide range of assumed execution times for the DCT implementation. This observation can be logically explained if we take into account that
the number of execution clock cycles in the original benchmark for the DCT
operation is about 10, 000 clock cycles. By varying the execution time of the
DCT implementation between 20 and 400 will therefore have less impact on
the final result. Finally, by allowing the CCU to be reconfigured to either the
DCT or the SAD implementation, a decrease of 32.5% for the total number of
execution clock cycles can be achieved. We have to note that in this case the
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reduction is additive meaning that we were able to completely hide the hardware reconfiguration time. Besides looking at the total number of execution
clock cycles, we have also taken a look at other simulation results, which are
presented in Figure 6.8.
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Figure 6.8: Other mpeg2enc performance metrics.
The big decrease in the total number of executed loads in the case of the SAD
implementation is due to the fact that previously the data elements (which are
8 bits) were loaded one by one. However, in our SAD implementation we
fully utilized the available memory bandwidth and loaded 4 data elements at
the same time, thus tremendously diminishing the number of loads needed.
The number of executed stores remains the same as the intermediate results in
the original benchmark could be stored in registers and therefore not requiring
stores. We must note, that the computation of the SAD was dependent on two
variables, namely the height and the distance (in bytes in memory) between
vertically adjacent pels. Four resulting possibilities emerge and for each of
these possibilities a different microcode was needed.

6.4

Conclusion

In this chapter, we discussed the SimpleScalar architecture followed by a detailed discussion on the sim-outorder simulator that is part of the SimpleScalar
Toolset (v2). The cycle-accurate sim-outorder simulator simulates an out-of-
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order MIPS-based processor with the following implementation details: 6stage pipeline, 4 integer ALUs, 1 integer MULT/DIV unit, 4 floating-point
adders, 1 floating-point MULT/DIV unit, and 2 memory ports (Read/Write).
We have performed modifications to the sim-outorder simulator to include a
reconfigurable unit as introduced in Chapter 4. While no actual ρµ-code was
simulated, we utilized actual synthesized VHDL implementation results in order to more realistically reflect the reconfiguration and execution processes on
the reconfigurable unit. In this case, we have assumed the sim-outorder to
reflect a 1 GHz clocked processor and have normalized the synthesis results
accordingly. In addition, we have utilized two well-known multimedia benchmarks ijpeg and mpeg2enc which relate to the JPEG and MPEG-2 standards,
respectively. The simulation results gathered of running these benchmarks on
the unmodified sim-outorder simulator serve a reference in our architectural
analysis. Subsequently, we modified both benchmarks such that they utilize
the reconfiguration unit added to the modified sim-outorder simulator. The
performance analysis results show that:
• We were able to reduce the superscalar machine execution clock cycles
by 29% for the JPEG encoding benchmark. For the JPEG decoding
benchmark, the reduction is about 32%. Considering the MPEG-2 encoding benchmark, the superscalar machine cycles were decreased by
about 32%.
• By manually scheduling the set and execute instructions in the benchmark code, we tried to hide the hardware reconfiguration time when the
reconfigurable unit has to support two multimedia functions/operations.
In the case of the mpeg2enc benchmark, this could be accomplished and
the results show an additive behavior. This means that the reduction of
the total number of execution clock cycles (when supporting both functions) is equal to addition of the reduction of total number of execution
clock cycles of both functions when they are supported exclusively on
the reconfigurable hardware structure.
• Other simulation results other than the total number of execution clock
cycles were also investigated, i.e., the total number of executed instructions, branches, loads, and stores. In most cases, the simulation results
show that their number are also substantially decreased. The number of
executed instructions is decreased by about 66%. The number of executed branches is decreased by about 65%. The number of executed
loads is decreased by about 46%. The number of executed stores is decreased by about 8%.

Chapter 7
Conclusions

W

e have argued in this dissertation that the evolution of embedded
processor design is heading towards the augmentation of programmable processors with reconfigurable hardware. To this end,
we have introduced an architectural approach that re-introduces and extends
traditional microcode concepts in supporting reconfigurable hardware. The
resulting ρµ-code emulates both the reconfiguration process and the execution
process on the reconfigurable hardware. Furthermore, we presented several
examples showing how our approach is able to support both fine-grain
and coarse-grain reconfigurability. More importantly, we showed that our
approach is in no way limited to small structures and can be utilized to
support large multimedia operations. Finally, we exemplified our approach
by focusing on multimedia processing and showed that our approach shows
potential in increasing the multimedia processing performance.
In this chapter, we provide some concluding remarks, present the major
contributions of our investigation, and present some possible future research
directions. This chapter is organized as follows. In Section 7.1, we summarize
the main conclusions of this dissertation. In Section 7.2, we list the major
contributions described in this dissertation. Finally, in Section 7.3, we
highlight several possible future research directions.

7.1

Summary

In Chapter 2, we have argued the need for compression as the digital representation of multimedia formats (e.g., text, graphics, video, and audio) is huge and
135

136

C HAPTER 7. C ONCLUSIONS

impractical to work with. We have highlighted the relationships between multimedia applications, multimedia standards, and multimedia implementations.
Multimedia applications utilize one or more multimedia formats to transport
information. Multimedia standards combine the requirements of multimedia
applications and indicate the possible utilization of certain compression techniques for the multimedia formats. Multimedia implementations operate on
the multimedia formats and perform the needed compression techniques suggested by the multimedia standards. Moreover, they have to meet certain requirements defined in the multimedia standards while doing so.
The discussed compression techniques are associated with picture and video
coding. Since pictures and video frames contain the same information, the
same compression techniques are utilized for the coding of both. Additionally, the coding of video allows the exploitation of similarities found between
video frames. Summarizing, all compression techniques attempt to identify
redundancies within pictures and video sequences and to exploit these redundancies in order to achieve compression. In the case that these redundancies
can be recalculated during decompression, they are called lossless compression techniques. However, many compression techniques exploit subjective
redundancies, e.g., what the human eye cannot perceive. This results in visually identical pictures or video sequences when decompressed and compared
to the original, but the decompressed version is different from the original at
the bit level.
In Chapter 3, we have revisited the concepts of microcode from its beginnings
to current microcoded machines. In this discussion, we have re-established
the relation between CISC, RISC, and VLIW and vertical and horizontal microcode. Subsequently, we introduced four design principles governing the
design of microcoded machines.
We determined two trends that have been diminishing the utilization of microcode in general. First, technological advances allowed previously emulated
instructions (associated with non-implementable complex operations) to be directly implemented in hardware. Second, improved caching reduced the need
for on-chip storage of microinstructions, because it allowed fast accesses to
simple instructions (performing the same operation as the complex one) stored
in the cache. Finally, we argued that the advent of reconfigurable hardware
re-introduces the four design principles and consequently brings to light once
more microcoding as a viable design technique.
In Chapter 4, we have introduced our approach of utilizing reconfigurable
microcode (ρµ-code) to control both the reconfiguration process and the ex-
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ecution process of a reconfigurable hardware structure augmented to a programmable processor. The following has been achieved in relation to the open
questions posed in Section 1.3:
• By moving the set phase further away in front of the execute phase,
the overall reconfiguration latency can be reduced since the hardware
reconfiguration time (tr ) can be hidden in this way.
• We further reduce the overall reconfiguration latency by reducing the
reconfiguration data loading time (tl ) by incorporating on-chip fixed and
pageable storage for reconfigurable microcode.
• By utilizing reconfigurable microcode, only three new instructions are
needed to extend the instruction set of any programmable processor.
Therefore, the opcode space requirements can be relaxed when adding
architectural support for reconfigurable hardware. This is achieved by
pointing to reconfigurable microcode instead of associating specific instructions with specific operations running on the reconfigurable hardware. Compared to other reconfigurable hardware augmentation approaches that utilize an immediate field to identify different operations
or implementations, our approach is still more flexible, because our approach is not limited to a fixed number of possible implementations on
the reconfigurable hardware.
• By introducing only three new instructions, the instruction decoder’s
complexity is only slightly increased. However, the microinstruction
decoding can become more complex since the proposed approach is intended to be as flexible as possible. A possible solution is to incorporate
decoding for implementation-specific microinstructions in the design itself and relay the decoding of common microinstructions to a fixed decoder.
Finally, we believe that the microcode introduced in Chapter 4 is likely to
remain in its current domain to be never exposed to the programmer like the
examples given in Chapter 3. This is because the exposure counteracts the
benefit of reducing instruction opcode space and would make the processor’s
architecture dependent on the utilized reconfigurable hardware technology.
In Chapter 5, we discussed several implementation examples of multimedia
operations from simple a binary addition to the sum-of-absolute-differences
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(SAD). All these operations can be found in many image and video compression algorithms. While the design of a complete image or video compression scheme is out of the scope of this dissertation, we have highlighted the
main characteristics of the described implementations in relation to their ρµcode. First, we introduced a binary adder implementation that showed a simple
way of using the p-set phase in combination with the c-set phase. In this example, the design utilized small building blocks and is therefore referred to
as a fine-grain reconfiguration. Second, we introduced a multiplier that utilizes bigger common blocks (compared to the first example) and thereby introducing coarse-grain reconfiguration. Furthermore, it is shown that this opens
possibilities in separating reconfiguration microcode into frequently used and
less-frequently used microcode. Third, we described a partial reconfiguration
example by introducing an even higher-level coarse-grain reconfiguration possibility between a DCT implementation and a Huffman implementation. It
can be observed in both implementations that they exhibit commonalities that
can be taken advantage of by coarse-grain reconfiguration. Finally, an extensive example SAD implementation was given together with its execution
microcode. The SAD implementation is also used in the architectural analysis
described in Chapter 6.
In Chapter 6, we discussed the SimpleScalar architecture followed by a detailed discussion on the sim-outorder simulator that is part of the SimpleScalar
Toolset (v2). The cycle-accurate sim-outorder simulator simulates an out-oforder MIPS-based processor with the following implementation details: 6stage pipeline, 4 integer ALUs, 1 integer MULT/DIV unit, 4 floating-point
adders, 1 floating-point MULT/DIV unit, and 2 memory ports (Read/Write).
We have performed modifications to the sim-outorder simulator to include a
reconfigurable unit as introduced in Chapter 4. While no actual ρµ-code was
simulated, we utilized actual synthesized VHDL implementation results in order to more realistically reflect the reconfiguration and execution processes on
the reconfigurable unit. In this case, we have assumed the sim-outorder to
reflect a 1 GHz clocked processor and have normalized the synthesis results
accordingly. In addition, we have utilized two well-known multimedia benchmarks ijpeg and mpeg2enc which relate to the JPEG and MPEG-2 standards,
respectively. The simulation results gathered of running these benchmarks on
the unmodified sim-outorder simulator serve a reference in our architectural
analysis. Subsequently, we modified both benchmarks such that they utilize
the reconfiguration unit added to the modified sim-outorder simulator. The
performance analysis results show that:
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• We were able to reduce the superscalar machine execution clock cycles
by 29% for the JPEG encoding benchmark. For the JPEG decoding
benchmark, the reduction is about 32%. Considering the MPEG-2 encoding benchmark, the superscalar machine cycles were decreased by
about 32%.
• By manually scheduling the set and execute instructions in the benchmark code, we tried to hide the hardware reconfiguration time when the
reconfigurable unit has to support two multimedia functions/operations.
In the case of the mpeg2enc benchmark, this could be accomplished and
the results show an additive behavior. This means that the reduction of
the total number of execution clock cycles (when supporting both functions) is equal to addition of the reduction of total number of execution
clock cycles of both functions when they are supported exclusively on
the reconfigurable hardware structure.
• Simulation results other than the total number of execution clock cycles
were also investigated, i.e., the total number of executed instructions,
branches, loads, and stores. In most cases, the simulation results show
that their number are also substantially decreased. The number of executed instructions is decreased by about 66%. The number of executed
branches is decreased by about 65%. The number of executed loads is
decreased by about 46%. The number of executed stores is decreased by
about 8%.

7.2

Main Contributions

In this section, we highlight the main contributions of our research that is described in this dissertation:
• We have identified that common features exist between the microcode
technology era and the custom computing era. For the microcode era,
we have identified four design principles. Consequently, we established
the potential of employing existing microcode techniques to the design
of custom computing machines.
• We have established that the microcode features are not sufficient to
cover all necessary requirements of the custom computing paradigm.
Therefore, we have introduced an augmentation to the traditional microcode that supports the reconfiguration of hardware. We have termed
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this new emulation concept as reconfiguration microcode (in short, ρµcode). This new emulation concept includes the emulation in terms of
instruction execution as customary in the traditional microcode. Additionally, it includes emulation concepts that allow the setting of reconfigurable hardware. We have shown that the hardware design can be
performed by utilizing a high-level hardware description language (e.g.,
VHDL, Verilog) and ultimately translated into ρµ-code. Our proposal
specifically differentiate from the existing microcode approach in the
following:
– Our approach allows the emulation of single instructions or entire
pieces of code.
– Our approach supports the emulation of the reconfiguration process on the reconfigurable hardware through reconfiguration microcode.
– Our approach extends the traditional control store to also accommodate fixed and pageable storage for frequently used and nonfrequently used reconfiguration microcode, respectively.

• We have proposed a new architectural paradigm for the design of
(general-purpose) programmable processors augmented with reconfigurable hardware. The new architectural paradigm includes hardware
features to incorporate the caching and execution of ρµ-code. The execution of ρµ-code emulates the setting of and execution on the reconfigurable hardware which augments other general-purpose processing facilities. Furthermore, we have introduced an explicit set instruction that
explicitly initiates the setting process of the reconfigurable hardware.
This process is separated from the execution process on the reconfigurable hardware in order to possibly hide the reconfiguration latencies.
• We have proposed a one-time instruction set extension to any programmable processor core that is able to support augmented reconfigurable
hardware. The newly introduced instructions do not explicitly specify
their operation, instead they point to ρµ-code (mainly located in the main
memory). By executing the pointed to ρµ-code, the required operation
is performed. In essence, we have traded instruction opcode space for
memory addresses.
• We have proposed a caching method for the ρµ-code, which sets the
reconfigurable hardware. In this, we have adopted an already existing
microcode caching methodology that separates non-frequently used and
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frequently used microcode and stores them in a pageable and a fixed
storage location, respectively.
• We have proposed a residence table that facilitates the caching of ρµcode. This table stores the most recently used translations between
memory addresses and ‘ρ-Control Store’ for pageable ρµ-code and also
indicates the presence of such code in the ‘ρ-Control Store’.
We have shown that the proposed architectural paradigm will result in advantages performance-wise for a selected set of multimedia applications.

7.3

Future Research Directions

In this section, we present some future research directions in which the introduced approach of augmenting any programmable processor with reconfigurable hardware could progress. In this dissertation, we introduced a new
architectural paradigm that supports the setting of and the execution on reconfigurable hardware. However, more experimentation is needed in order to
transform our proposed architectural paradigm into an industrializable product. To this end, we need to estimate a number of parameters, e.g.: size of
the FIXED parts within the ‘ρ-Control Store’, the size of the residence table,
coarse-grain vs. fine-grain ρµ-code. There are two approaches in how to proceed:
• Real ρµ-code: In this approach, we generate actual ρµ-code by performing actual hardware design as depicted in Figure 4.1. This approach is
difficult and time-consuming, but it will most likely produce the most
accurate results in determining the mentioned parameters. Finally, this
approach will be the most desirable when our proposed scheme has received a wide acceptance.
• Synthetic ρµ-code: In this approach, we generate synthetic ρµ-code that
approximates the behavior of actual ρµ-code. This approach will allow
faster exploration of the design parameters, but at the expense of reduced
accuracy since it is impossible to fully represent actual microcode with
synthetic microcode.
Next to the determination of design parameters in order to produce an embedded processor based on our approach, we can also identify other research
directions:
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• The translation from a reconfiguration file resulting from synthesis to reconfiguration microcode is solved in a rudimentary way in Section 4.2.5.
The introduced solution is just to show proof-of-concept that such microcode could indeed be easily produced. In order to fully utilize the
benefits provided by reconfiguration microcode, we believe that there
are two possible future research directions. First, rethink how reconfigurable hardware should be configured from the viewpoint of better
supporting reconfiguration microcode. Second, accept current reconfiguration processes and identify ways to utilize reconfiguration microcode.
The second direction will definitely be hindered by current reconfiguration processes that must serially provide the reconfiguration data to the
hardware structure. However, since such reconfigurable hardware structures utilize common building blocks (which are quite small), we believe
that opportunities can be found. Finally, whether both approaches will
become successful will greatly depend on the technological possibility
of constructing partial reconfigurable hardware structures which should
enable coarse-grain reconfigurability.
• In this dissertation, we have introduced two general ρµ-code loading
mechanisms. They were introduced without paying attention to the actual behavior of real microcode. This is, because the generated execution
microcode in the shown example in Chapter 5 are too small, (execution)
microcode from existing machines is not publicly available, and as already mentioned the straightforward reconfiguration microcode generation method will produce only serial microcode. We propose one possible approach in further investigating microcode loading mechanisms and
additionally the ρ-Control store microcode storage organization. The
approach entails the generation of synthetic microcode that mimics the
behavior of real microcode and the execution of such microcode through
a simulator that reflects the internal organization of the ρ-Control store.
• In our approach, we showed that an input/output interface must be provided in order to pass arguments from the application to/from the implementation on the CCU. In order to modify the benchmarks described
in Chapter 6, we have performed this manually. We believe that this
task should be performed (semi-)automatically by the compiler. We say
‘semi-’, because such a task is impossible if no specifics are provided to
the compiler about the hardware design itself.
• In this dissertation, we have introduced the exchange registers as a
means to pass arguments and results from/to the software application
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to/from the hardware implementation. The architectural support for the
exchange registers remains an issue that must be addressed. It must be
determined whether the control of this register is by the programmer
(thus requiring architectural support) or by the hardware designer (thus
requiring micro-architectural support). Architectural support means the
introduction of new instructions of slightly adapting existing instructions, e.g., the move or load/store instructions. etc.
• In this dissertation, we have focused on multimedia processing in order
to show the performance potential of our approach. We strongly believe
that our approach is also applicable in other application domains, e.g.,
network processing. In such a case, benchmarks representing the targeted application domain must be obtained (if none exists, new benchmarks must be generated). Subsequently, similar architectural analyses
must be performed in order to determine the performance potential of
our approach in the newly targeted application domain.
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Samenvatting
In deze dissertatie presenteren wij een nieuwe aanpak voor het ontwerpen van
embedded processoren, namelijk het toevoegen van herconfigureerbare hardware aan een programmeerbare processor. Om dit te verwezenlijken herintroduceren wij concepten van traditionele microcode en breiden deze tevens uit
ten einde het configuratieproces op de herconfigureerbare hardware te emuleren. Deze functionaliteit wordt toegevoegd aan de reeds bestaande emulatie
van het executieproces op reguliere en herconfigureerbare hardware. De resulterende microcode wordt ρµ-code genoemd. Als gevolg hiervan hebben
wij ook de functionaliteit van de on-chip ‘control store’ uitgebreid om de opslag van herconfiguratie-microcode mogelijk te maken naast de opslag van
executie-microcode (dwz. traditionele microcode). Deze opslag wordt ρControl Store genoemd. Het wordt dusdanig opgezet dat een ‘fixed’ gedeelte
is gereserveerd voor vaak gebruikte herconfiguratie-microcode en een ‘pageable’ gedeelte is gereserveerd voor minder vaak gebruikte herconfiguratiemicrocode. Op deze manier kan de laadtijd van de herconfiguratie-microcode
worden gereduceerd. Verder hebben wij de ondersteuning voor herconfigureerbare hardware onderverdeeld in twee verschillende fasen. Ten eerste, in de set
fase wordt de herconfigureerbare hardware geconfigureerd naar de gewenste
functionaliteit van de ondersteunde operatie(s). Ten tweede, in de execute fase
wordt de werkelijke operatie uitgevoerd. De onderverdeling heeft als grote
voordeel dat de set fase vroegtijdig kan worden uitgevoerd ten einde de herconfiguratietijd van de hardware te verbergen. In dit verband worden dus ook
twee nieuwe instructies set en execute geı̈ntroduceerd die expliciet de genoemde fasen initialiseren. Wanneer gedeeltelijk herconfigureerbare hardware
wordt gebruikt, dan wordt de set fase verder onderverdeeld in twee sub-fasen
en daarmee wordt dan ook een derde instructie geı̈ntroduceerd. We moeten wel
vaststellen dat de geı̈ntroduceerde instructies niet worden geassocieerd met
specifieke operaties of implementaties. Echter, ze verwijzen alleen naar ρµcode en door deze ρµ-code uit te voeren wordt de benodigde herconfiguratie
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of executie uitgevoerd. Dit maakt het dus mogelijk om elk mogelijke instructie
of zelf stukken van applicatiecode te emuleren.
Om het performance potentieel van onze aanpak aan te tonen hebben wij ons
gericht op multimedia ‘processing’. Wij hebben een ‘architectural’ analyse
uitgevoerd door gebruik te maken van een ‘cycle-accurate’ simulator (waarvan wordt verondersteld dat deze geclocked is op 1 GHz) en verscheidene
benchmarks. Allereerst wordt er een referentiekader vastgesteld door de originele benchmark te draaien op de simulator. Daarna hebben wij de simulator en de benchmarks dusdanig gewijzigd dat onze aanpak erin verwerkt zit.
Verder hebben we enkele bekende multimedia operaties geı̈mplementeerd in
VHDL en een ‘synthesis’ uitgevoerd om de haalbare kloksnelheden te kunnen
achterhalen. Door deze kloksnelheden en het aantal clockcycles vervolgens te
schalen naar 1 GHz weerspiegelen onze simualtieresultaten meer de werkelijkheid. De resultaten laten een vermindering van 30% zien in het aantal clockcycles.
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